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Abstract 

This paper reports on the evaluation of the adaptive user 
model component used in the AthosMail system. The 
component focuses on the user’s expertise levels with 
respect to the system functionality, and encodes these as 
three types of recommendations for the explicitness in 
the system responses. The user’s expertise level is 
defined separately for each possible action, and 
monitored with several parameters that describe the 
success of the user’s interaction with the system. The 
evaluation is based on user studies with a questionnaire, 
and the analysis of the data concerns user errors and the 
model validation through data visualization. 

1 Introduction 

Adaptation and learning are usually considered 
capabilities of spoken dialogue systems that make 
applications better suited services for users 
(Jokinen, 2000). The current state of affairs, 
however, is that the systems require users to adapt 
to the system functionality, rather than the systems 
meeting requirements of natural and flexible 
interaction. For instance, Yankelovich (1996) 
notices that speech applications are like command 
line interfaces: the available commands and the 
limitations of the system are not readily visible for 
the user and thus present an additional burden to 
the user who tries to familiarize herself with the 
system. Yankelovich suggests various techniques, 
such as tapering and incremental prompts, to help 
users to produce well-formed spoken input. All of 
her techniques involve designing system prompts, 
so as to invite the user to provide appropriate 
responses and still allow the system to keep control 
of the task. The system utterances are also adapted 
online to mirror the perceived user expertise. For 
instance, tapering refers to the system shortening 

the prompts for users as they gain experience with 
the system, and incremental prompts means that 
when a prompt is met with silence or a timeout, the 
repeated prompt will be incorporated with helpful 
hints or instructions.  

In some systems, user inexperience is countered 
with initiative shifts towards the system. The 
system leads the user from one task state to the 
next, and when the user gains more experience, the 
system-initiative strategy is changed to mixed-
initiative one, e.g. Chu-Carroll (2000). 

In the AthosMail, we focus on adaptivity that 
addresses the user’s expertise levels in a dialogue 
system by keeping track of the perceived user 
expertise, and allowing adaptation to take place 
both online and between the sessions. The online 
adaptation is based on runtime events and expertise 
levels are calculated on the fly, while the user’s 
adaptation between the sessions is based on long-
term observations made during earlier sessions. 
The parameters are passed from one session to 
another by means of the user model information 
storage. The system adaptivity is thus exemplified 
dynamically in each actual interaction, but it is also 
recorded in the system’s long-term memory of 
previous interactions, where the overall learning 
curve behind the local variations is tried to be 
caught. 

In this paper we describe the three-level user 
model for practical dialogue systems that takes 
care of the varied skill levels of the users, and also 
discuss user adaptation and the model’s evaluation 
in a set of user studies. The paper is structured as 
follows. In section 2 we give an overview of the 
user model and the expertise levels. Section 3 
briefly introduces the system functionality which 
the user needs to familiarise herself with. In 



Section 4, we present the user evaluation tests of 
the system. We first describe the set-up and then 
discuss the classification of user errors in the data. 
We also report our experiments on detecting 
speech recognizer errors which is one of the main 
reasons for dialogue problems in speech-based 
human-computer interaction. Finally we visualize 
some user evaluation data with the help of self-
organising map. In Section 5, and we provide 
conclusions and future work. 

2 Adaptivity and user expertise modelling  

One of the main goals of the system’s user model 
is to facilitate more natural interaction by allowing 
the system to adapt its utterances according to the 
perceived expertise level. Especially, in AthosMail 
the User Model allows the users to interact with 
the system in a more natural way by providing 
flexibility and variation in the system utterances. 
On the other hand, we also want to validate and 
assess the usability of the three-level model of user 
expertise, and study if the designed system 

responses, adapted according to the assumed user 
skill levels, can provide useful assistance to the 
user in interactive situations where she is still 
uncertain about how to use the system. For this 
purpose we also describe the error classification 
system and consider ways of harnessing it for 
determining user expertise. 

The common assumption of only two levels of 
user expertise, experts and novices, is too simple a 
model for practical dialogue systems. On the other 
hand, for a more subtle description of competence, 
e.g. Dreyfus and Dreyfus (1986), it is difficult to 
define observable facts that would allow such fine-
grained expertise levels to be distinguished in 
rather simple application tasks. We thus decided to 
use a compromise of three levels of user expertise 
in our model: novice, competent and expert. The 
levels correspond to different system responses 
depending on how much extra information the 
system is to give to the user in one go: they can 
vary from explicit to concise utterances. 

Since the user can always ask for help explicitly, 
our main goal is not to study the decrease in the 
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user's help requests when she becomes more used 
to the system. Rather, we wanted to design the 
system responses so that they would reflect the 
different skill levels that the system assumes the 
user is at. We also wanted to get a better 
understanding of the expertise levels and whether 
their reflection in the system responses is valid, so 
as to provide the best assistance for the user.  

The user expertise model, Cooperativity Model 
is based on parameters aimed at observing signals 
of the user's skill level, and on three secondary 
parameters that reflect what has been concluded 
from the primary parameters. The values of the 
secondary parameters correspond to the user 
expertise: 1 = expert, 2 = competent, 3 = novice. 
The higher the value, the more explicit is the 
manner of expression and the more additional 
advice is incorporated in the system utterances. 

The model comprises an online component and 
an offline component (Figure 1). The former is 
responsible for observing runtime events and 
calculating expertise recommendations on the fly, 
whereas the latter makes long-time observations 
and, based on these, calculates default expertise 
levels used at the beginning of the next session. 
The model is described in more detail in Jokinen et 
al. (2004), and Jokinen and Kanto (2004). 

Each system utterance type has three different 
surface realizations corresponding to the various 
user expertise levels. The example below shows 
how the novice user is given additional 
information about how to avoid ASR problems. 
 
Example 1: A speech recognition error message. 
DASEX = 1: I'm sorry, I didn't understand. 
DASEX = 2: I'm sorry, I didn't understand. Please 
speak clearly, but do not over-articulate, and speak 
only after the beep. 
DASEX = 3: I'm sorry, I didn't understand. Please 
speak clearly, but do not over-articulate, and speak 
only after the beep. To hear examples of what you 
can say to the system, say 'what now'. 

3 System functionality 

The user model and evaluation has been built for 
the AthosMail, interactive mail system. The 
functionality of the test prototype comprises three 
main functions: navigation in the mailbox, reading 
of messages, and deletion of messages. AthosMail 
makes use of automatic classification of messages 

by sender, subject, topic, or other relevant criteria, 
and it thus provides different "views" to the 
mailbox contents. The user can move from one 
view to the next with commands like "next", 
"previous" or "first view". The user can also 
navigate from one message to another within a 
particular view by saying "next", "fourth message", 
"last message", etc. If the user wants to read 
messages, she may say "read (the message)", when 
the message in question has been selected, or ask 
another message to be read by saying, for example, 
"read the third message". Deletion is executed by 
the user saying “delete (the message)”. The user 
can also ask the system to repeat the previous 
utterance. The system responses are mainly 
informing, but the system can ask for confirmation 
when the user command is quitting or deletion. If 
the speech recognition is deemed unreliable, the 
system may also ask for clarification. 

The system monitors the user’s actions in 
general, but also on each possible system act. Thus 
the system can provide help tailored with respect to 
the user’s familiarity with individual acts. For 
instance, the user may need more help with 
commands that she does not use so often like 
CONFIRM or REPEAT. 

4 Evaluation 

4.1. The set-up 

The system was evaluated in a set of user tests at 
two test sites, UIAH and UTA, with 13 and 11 test 
users having their background in humanities and in 
computer science, respectively. The users, aged 
20-62, carried out four different tasks on two 
consecutive days, resulting in four separate 
dialogues per user and a total of 96 dialogues. The 
tasks were typical usability tasks, and their 
accomplishment required checking of the user’s 
mailbox over telephone using the AthosMail 
system. Due to privacy restrictions, we could not 
use real mailboxes, but had to design and construct 
mailboxes for each task by hand. Table 1 gives 
examples of a simple and a difficult task 
(translated from Finnish). On both evaluation days, 
the simple task was given to the users first, and the 
difficult task second. This way we assumed to get a 
more comprehensive view of the user’s skill levels 
in regard to tasks of various complexities. 



The users were students and staff members, and 
they were familiar with email-systems but not with 
interactive speech-based applications. In order to 
familiarize them to synthesized speech and speech 
recognizers, the first test session was preceded by a 
short training session with another speech 
application, a very basic bus stop information 
service. An outline of AthosMail functionality was 
the presented to the users, and they were allowed 
to keep the documentation with them when 
interacting with the system. At the end of each of 
the four tests, the users were asked to assess how 
familiar they were with the system functionality 
and how confident they felt about using it. Also, 
they were asked to assess whether the system gave 
too little information about its functionality, too 
much, or the right amount. 
 

A Simple Task: 
You are waiting for feedback on your report from 
Raimo Tuunanen. Find out whether he has sent 
feedback on your report or not. If he has, find out if 
he accepted the report without modifications. 
 
In all of the tasks you can mark the messages you 
find essential, by saying “mark the message”. By so 
doing, the system knows that this kind of message is 
important and it affects e.g. how the messages are 
categorised.  
 
How did Raimo Tuunanen comment your report? 
Corresponding Mailbox: 
 
Rather small, with only few messages. Information 
can be found from the first, selected by the system 
as the default message (i.e. the user only needs to 
say “read”) 
A Difficult Task: 
You have sent a proposal about a new project to all 
of your colleagues. How did each of them comment 
on your idea? Has anyone left your report 
uncommented? 
 
Pertti Grönvall commented: 
Heikki Kuosmanen commented: 
Tuula Erkkilä commented: 
Jussi Järvinen commented: 
Corresponding Mailbox: 
 
Rather large, with varied contents: many irrelevant 
messages and misguiding subject lines, and even 
message contents can be misguiding. Relevant 
messages are distributed in many folders. 

 
Table 1. Examples of user tasks 

4.2 Types of user errors 

The aim of the study of user errors was to provide 
a point of comparison for the user expertise model. 
The audio recordings of all the 96 test sessions 
were examined, and the sessions were manually 
annotated with reference to four types of usage 
errors. The error types were based on a preliminary 
analysis of 8 dialogues, and revised with the other 
dialogues during the actual analysis. 

Non-existent functionality [NF]: NF refers to 
cases where the user attempts to invoke a function 
that doesn't exist in the system. An expert user 
presumably knows the limits of the system, 
whereas a novice may not have such a clear idea 
about the functionality, even if given a preliminary 
listing of available features (internalizing the 
system capabilities in practice is different from 
merely memorizing written instructions). 

Speaking before start signal or after end signal 
[SS]: AthosMail gives a start signal when it is 
ready to receive input from the user (the Dialogic 
phone card used in AthosMail does not support 
barge-in), and an end signal when the system 
believes the user has finished speaking. The SS 
error was logged if the user started to speak before 
the start signal or after the end signal but it was not 
logged if the end signal came in the middle of a 
user utterance. Observing start and end signals is 
imperative for the operation of the speech 
recognizer and therefore the whole system, which 
makes SS a prominent error type. SS errors can be 
weighted depending on whether the user noticed 
the mistake and immediately corrected it or at least 
attempted to correct it.  

Overlapping speech [OL]: The user speaks starts 
to speak while the system is still speaking. This 
error specifically excluded situations where the 
system started to speak while the user was still 
speaking. Like SS, OL seems to indicate that the 
user is not yet accustomed to the limitations of 
speech recognizers. Also OL can be weighted 
depending on whether the user noticed the mistake 
and immediately corrected it or attempted to.  

Incorrect formulation [IF]: The user tried to 
invoke a proper function but the formulation was 
incorrect. The most common subtype of this error 
was a loose or otherwise malformed reference to a 
message or message group. The error was logged 
even if the incorrect command accidentally 
produced the desired effect. 



Session 1 Session 2 Session 3 Session 4 Total Error  

types UIAH UTA both UIAH UTA both UIAH UTA both UIAH UTA both UIAH UTA both

OL 4 0 4 0 0 0 3 0 3 0 0 0 7 0 7 

NF 6 1 7 4 0 4 2 0 2 3 1 4 15 2 17 

SS 4 2 6 5 1 6 5 6 11 4 1 5 18 10 28 

IF 4 3 7 8 1 9 13 0 13 6 0 6 31 4 35 

Total 18 6 24 17 2 19 23 6 29 13 2 15 71 16 87 

Turns 159 100 259 173 117 290 359 177 536 140 96 236 831 490 1321

Table 2. Error type distribution per session and site. 

 
Table 2 summarizes statistics of the different 

error types in the different sessions at the two sites. 
The average number of errors per user is 3,3. It is 
interesting to notice that the computer science 
students made consistently less errors than the 
humanities students, lacking errors on non-existent 
functionality and overlapping speech almost 
totally. The reason for the huge difference in the 
number of errors (average 5,5 per person at UIAH 
and 1,5 at UTA) is most likely due to the users’ 
different backgrounds. It is also interesting that the 
length of the dialogues measured in speaker turns 
varies between the two test sites: the UIAH users 
had more than 40% longer dialogues than the UTA 
users: 64 turns and 45 turns, respectively. Session 
3 was generally considered difficult, and thus the 
number of turns went up sharply. The error types, 
however, mainly resulted in incorrect formulations, 
supporting the general impression that the users 
struggled to get the task done. 

Figure 2 shows the total numbers of different 
error types in each session (logarithmic scale). 
Although the number of errors seems in general to 
be decreasing, there is a peak at session 3. This is 
probably due to the longer dialogues in general and 
to the fact that session 3 took place on the 
following day, whereas the pause between sessions 
1-2 and 3-4 was only around 20 minutes. 

The most common error type is incorrect 
formulation (IF), indicating that the users did not 
really master the way they should express their 
commands. However, some learning may be seen 
in the fact that the absolute numbers decrease 
towards the session 4 (However, compare this with 
the averaged values in Figure 3). Similarly, the NF 
error, the speaker using a non-existing function, 
shows a slight downward tendency, suggesting 
accumulation of the user’s familiarity with the sys- 
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tem. The elevation in the in NF numbers in session 
4 may be due to the fact that this was the last test 
session: the users felt themselves more confident 
with the system than in the beginning of the tests, 
and they wanted to explore and test the limits of 
the system functionality.  

Figure 3 displays the distribution of error types 
averaged over 10 turns (also in logarithmic scale). 
As can be seen, the total number of error types 
decreases, suggesting that some kind of adaptation 
takes place during the four sessions. This is 
especially clear with the NF and OL type errors. It 
is worth pointing out that the second most common 
error (in absolute numbers), SS, or speaking 
without noticing the start or end signal, seems to be 
an equally common error across all the sessions. 
One possible explanation is that the four sessions 
do not provide enough learning sessions for the 
users to unlearn their natural response patterns: in 
human-human communication one usually reacts 
immediately when the partner has finished, often 
even overlapping with the partner’s turn. The 
requirement that the user needs to wait for a beep 
before being allowed to speak is thus unnatural, 
and it takes more time than four short test sessions 
to learn the required turn-taking mechanism. 

Since it seems that some error types indicate the 
level of user expertise more sharply than others, 
the error types can be assigned weights according 
to their perceived reliability in determining user 
expertise. When the effect of all errors is summed, 
the number of occurrences of a particular error 
type can be multiplied by the weight assigned to it. 
We have given preliminary subjective weights to 
the error types are as follows: NF weight = 10, SS 
basic weight = 5, OL basic weight = 5, IF weight = 
2. However, we are also working on establishing 
more objective weights using statistics of the error 
types.  

4.3 Speech error recognition 

As part of the system evaluation, we tried how well 
we can predict the presence of an ASR error in the 
user's utterance. We used seven parameters to train 
a naive Bayesian classifier for this task. The 
parameters are listed in Table 1. 

The parameters were discretized with many 
integer values using the average class entropy as an 
evaluation function (see Elomaa and Rousu, 1999). 

The parameters ASRC, UTTL, and NUMP were 
discretized to the arity of 6, 4, and 2, respectively. 

 
IDU  True, if the user's utterance is identical to the 

previous utterance. 

CONC Number of concepts in the user's utterance. 

ASRC  The ASR confidence level. 

UTTL The length of the ASR result in characters. 

NUMP The number of problematic rounds. 

NUMC The number of cancels in previous rounds. 

FREQ The number words that occur at least twice in 
the ASR result. 

 
Table 3. Error parameters. 
 

The analysis of the data took place with B-
Course, a web-based tool for Bayesian and causal 
data analysis (Myllymäki et al. 2002). The analysis 
revealed that the parameter IDU was a useless 
predictor, and NUMC could also be removed from 
the model. The naive Bayesian classifier, depicted 
in Figure 4, achieved an accuracy of 90.51% in the 
training data, the baseline being 84.38% (the 
frequency of the most common class). The 
accuracy was estimated with leave-one-out cross-
validation. The full confusion matrix is given in 
Table 2, and precision and recall measures are 
given in Table 3. 
 

Predicted  

¬error error 

¬error 1135 21 
Actual 

error 109 105 

 
Table 4 Confusion matrix. 
 

Class Precision Recall 

¬error 91.2% 98.2% 

error 83.3% 49.1% 

 
Table 5 Precision and recall. 
 

Figure 4 shows an example of a classification. In 
this case, there are two recognized concepts in the 



user's utterance (CONC=2), the utterance has been 
recognized with high confidence (ASR=5), the 
utterance is long (UTTL=3), and there are no 
problems (NUMP) or cancels (NUMC) in previous 
rounds, and there are no words with multiple 
occurrences in the ASR result (FREQ). The 
classifier assigns a probability of 97% to the case 
that this utterance has been recognized 
erroneously.  

 
 
Figure 4. An example classification 

4.4 Visual data mining 

We also conducted visual data mining with the 
data gathered from user tests. For this purpose we 
used the SOM (self-organizing map)-algorithm 
(Kohonen 1995) to map the data sets to a two-
dimensional space. The SOM-algorithm is well 
suited for data visualization: it allows fuzzy 
clusters to be formed in the data and correlations to 
be found between different features. However, it 
also requires interpretation and experimentation in 
order for the most representative clusters to be 
found, and usually the resulting clusters remain 
vague and ambiguous. When the map is drawn on 
a 2-dimensional paper, the long distances between 

cells are displayed as dark areas, and the cells that 
are very close together (clusters) are shown as light 
areas.  

We used SOM for three kinds of data clustering. 
The parameters of the user model were first used to 
cluster system utterances in the three expertise 
levels, and then to produce clusters as a summary 
of each dialogue. We also clustered the user 
questionnaire results. 

The data set on the system utterance level 
included all system utterances that had variation in 
the expertise value. The Cooperativity model 
parameters were used as the features. Figure 5 
depicts the resulting 10x3 u-matrix. The map is 
labeled with the expertise values given by the 
system for the previous user utterance (1 = expert, 
2 = competent, 3 = novice). The large cluster in the 
middle represents utterances which have none of 
the Cooperativity model parameters present. The 
other clusters contain different possible parameter 
combinations. 
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Figure 5. Utterance levels clusters. 
 

As expected, high ASR-confidence correlates 
with more experienced users. In other words, as the 
expertise values decrease to 1 [= expert] in general, 
the ASR-confidence increases in time (less errors). 
This is in accordance with previous findings, and 
may be mainly because the users learn the system 
functionality and/or get accustomed to the speech 
interface. 

The dialogue level data set also included the 
parameters of the Cooperativity model as a 
summary of one dialogue. All possible parameter 
combinations of the binary parameters were  used 
as features. The value of the features was the 
number of occurrences of the combination, 
normalized by the number of system utterances in 
the dialogue. Also the average ASR-confidence of 
the dialogue was taken as one feature. The labels 
on the map in Figure 6 are the ordinal numbers of 



the tasks, with 1 and 2 referring to the fist day 
tasks, and 3 and 4 referring to the second day tasks. 

The clustering is not very clear in this map. The 
cluster marked with a circle, however, confirms the 
findings of the previous map. The cluster correlates 
with high ASR-score, and cells in this area are all 
labeled with high values of task numbers. This 
means that the ASR-confidence is higher with 
users with more experience with the system.  
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Figure 6. Dialogue levels clusters. 
 

Finally, the user questionnaire was analysed. We 
picked the questions that measured things related 
to the expertise levels (see Appendix for the 
questions used). The resulting map is shown in 
Figure 7, labeled with the users' own evaluation of 
their skill level. 
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Figure 7. User questionnaire clusters. 
 

Clustering in this map is weak. The only clusters 
can be found in the upper right and lower left 
corners. When looking at the component planes, it 
is seen that they are correlated. There are two 
possible explanations for this. First, all questions 
measure roughly the same things. Second, users 
tend to use only part of the evaluation scale, often 
the middle part. The labeling in this map – and in 
the others with smaller size that we tried for the 

same questionnaire data – shows a tendency that 
novice users used mainly the middle of the 
evaluation scale: labels of ``1'' are located in the 
medium gray zone in most component planes. 

5 Conclusion 

Previous studies concerning user modelling in 
various interactive applications and dialogue 
systems have shown the importance of the system 
being capable of adapting its responses in order to 
make the interaction with the system more flexible 
and enjoyable. In this paper we have discussed the 
three-level user expertise model and its evaluation 
through the implemented speech-based e-mail 
system, AthosMail. The model describes the user’s 
expertise level by monitoring various parameters in 
the interaction, and combining these to recommend 
a certain expertise level to the response planner 
which realizes the recommended expertise level as 
a system response with appropriate explicitness. 

The evaluation of the AthosMail User Model 
has focused on classifying user errors, predicting 
speech recognizer errors, and visual data mining on 
the user questionnaire. The error type classification 
showed that some adaptation takes place especially 
concerning the user’s incorrect formulations and 
use of non-existent functions. However, it also 
revealed that the number of sessions needs to be 
higher in order to allow the whole arc of novice-
competent-expert development to be observed. The 
classification would then serve as a competent 
standard for comparison when verifying the 
AthosMail user expertise model. 

Future work will deal with the validation of the 
model on a larger group of users as part of the 
testing of the complete AthosMail system. User 
tests will also shed light on the model’s usability, 
and especially its ability to correctly model user 
expertise as perceived by expert evaluators and the 
users themselves. The work will also focus on user 
questionnaire and refining its questions to be more 
predictive. It will thus be possible to conduct 
evaluation e.g. along the lines of the Paradise 
framework (Walker et al. 1997). 

Another future research topic is to apply 
adaptive machine-learning techniques in the 
implementation of the User Model. We have 
already used Bayesian network on our experiments 
for detecting speech recognizer errors which are 
known to be one of the main sources for problems 



on interaction and usability. This will require large 
user studies with the prototype system, so as to 
collect data for the experiments. 
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A. Appendix: Questions used in the data 
analysis 

  6. When a customer has a problem, AthosMail   
     shows the willingness to solve it. 
  9. AthosMail wants to prevent error situations. 
12. AthosMail wants to help. 
23. AthosMail understands my speech. 
24. AthosMail's answers are relevant. 
25. AthosMail gives help always when needed. 
26. AthosMail doesn't give irrelevant infomation. 
27. AthosMail gives help only when needed. 
28. AthosMail's behaviour is logical. 
29. I knew what actions I could use. 
30. The task was easy to complete with AthosMail. 
31. I would use AthosMail in the future too. 


