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Abstract 
This paper is predominantly theoretic, and addresses the question of naturalness in dialogue systems. It sketches requirements for 
ambitious 21-century dialogue systems, and argues that the biggest problem in making dialogue systems flexible, robust and natural is 
the knowledge acquisition problem. The more complex tasks the dialogue system is expected to cope with, the more complex 
knowledge is needed, and it is impossible simply to itemize the facts necessary for such complexity. Instead, the system must be seen 
as a learning system, equipped with capabilities to learn through interaction. 
The argumentation goes as follows: (1) naturalness of a dialogue system is not only dependent on the available interaction patterns but 
on the knowledge that the system is able to exploit, (2) the closed-world approach to build such knowledge into the systems is limited 
when the task becomes complex, due to the increased requirements for managing interactions between the system and its environment, 
(3) to equip dialogue systems with the appropriate knowledge, it is necessary to include world knowledge and a dynamic update 
procedure in the system architecture, (4) the view of the dialogue system as a service provider should be extended to include systems 
as interactive partners, and thus dialogue systems should be investigated as learning systems rather than static models.  
 

Introduction  
The development in computing power and computer 
facilities, together with the development in natural 
language processing, has changed the view of the nature 
of computers: instead of regarding computers as simple 
programmable machines, the new metaphor talks about 
communicating agents, intelligent dialogue systems, 
learning, and evolution. However, selections from a menu, 
pre-recorded responses, or repeated requests to rephrase 
one’s question do not yet support a view of an intelligent 
agent: the computer is a tool to perform certain tasks 
rather than a conversational partner. Moreover, the system 
does not learn from the interaction and its knowledge base 
must be re-built when porting to new domains.  
From the historical point of view, the development of 
natural language conversational systems has fastened in 
the recent years due to development of computer facilities, 
more sophisticated theory of dialogue phenomena, and the 
increased need in commercial applications. In a somewhat 
simplified manner, we can say that the capability of 
conversational systems has improved in about 20-year 
time-spans if looked from the view-point of technological 
advancements: from ELIZA’s imitation of human-like 
properties in the early 60’s, via systems that understand 
spoken natural language and various multi-modal acts in 
limited domains developed in the 80’s, to systems that get 
integrated into the everyday environment in the 21st 
century. This time-line coincides with the development of 
speech recognition technology, which starts with phoneme 
recognition in the early 60’s, and goes through sentence 
recognition (connected words) in the 80’s to present day 
spontaneous speech recognition.  
The rapid development presupposes that the systems are 
capable for natural language communication not only 
within limited domains but also in the various and varying 
situations that can occur in their interaction with the 
environment. Especially, it presents three challenges for 
the current research on dialogue management (Jokinen, 
1996a):  

− need to define co-operation and collaboration,  
− need to cope with resource-boundedness, and  
− need to handle social interaction.  

Each of these will be discussed in the next sections, with 
the general solution pointing to the same direction: 
naturalness and extended dialogue capabilities require 
dynamic learning systems. At the end of the paper, an 
overview is given of the ambitious research framework 
VESI, started at CELE, and aiming at addressing the 
knowledge acquisition and interaction problems using 
adaptive learning algorithms and advanced hardware.  
It should be noted that flexible dialogue management also 
requires better understanding of human perception and 
cognitive processing. Even if we leave the philosophical 
problems of consciousness and thinking machines aside, 
the models for symbolic learning systems can benefit 
from the investigations into neural and brain-like 
computation: general architectures, learning algorithms 
and memory organization form the basis for domain-
dependent representations and attentional state, from 
which conceptualization and language learning emerge as 
a result of interactions of constraints on various levels. It 
may of course also be that the future computational 
systems exceed human processing capabilities by 
implementing an intelligent algorithm that has no 
resemblance to the human way of processing at all (in 
principle, current service providers already belong to this 
class!) In this case, the systems exhibit a new type of 
“alien”  intelligence which may not only seem unfamiliar 
but threatening to the users. On the other hand, on the 
level of symbolic communication, constraints deal with 
pragmatics and dialogue coordination, and consequently, 
interactions take place within the limited resources of the 
(human) partners: the emergent higher-level cognition, 
perceived as a property of the computer, is thus not only 
based on the system’s learning capability, but also on the 
way this capability can be used in order to take the limited 
interaction resources of the participants into account.  
Finally, it is important to survey tasks and applications 
where communicative systems that learn would be 



superior to directly controllable systems. This paper does 
not address the issue further, but points out that 
conversing toasters may not be as impressive show-cases 
for learning dialogue systems as hand-held conversational 
devices that inform the user about appointments or tourist 
attractions (cf. Thórisson 1997). 

Learning Interaction Patterns 
The fact that dialogue participants cooperate with each 
other is commonplace, and in practical systems usually 
taken into account as part of design guidelines (Dybkjaer 
et al., 1996) or as explicit reasoning rules (Traum and 
Allen, 1994; Jokinen, 1996b). However, cooperation does 
not only operate on the level of the partners’  willingness 
to participate in dialogues and benevolently provide each 
other with all the useful information, but it also appears in 
the partners’  active seeking to resolve conflicts (Galliers, 
1989), their helping each other to complete utterances 
(Fais, 1996), and monitoring of the understanding of the 
relevant information (Clark & Schaefer, 1989).  
In practical systems, these issues are not addressed for the 
simple reason that the tasks usually do not need such 
complicated reasoning: an intelligent dialogue manager 
can control the order and relevance of the user’s questions 
by carefully designed stack and goal structures. On the 
other hand, cooperation rules exemplify realization of the 
system’s dialogue strategies, and they are thus a source 
for the system’s perceived user-friendliness: they concern 
ways to ask and provide new information, to influence the 
partner, to get messages across. E.g. Carletta (1992) 
discusses how the speaker’s conversational posture and 
risk-taking ability contribute to the conversational fluency 
in human-human dialogues, while usability studies show 
that dialogue duration and reliability are two main factors 
in successful systems and that in some cases shorter 
dialogues are tolerated at the cost of occasional dialogue 
failures (Hulstijn, 2000). Interaction patterns also bear 
relation to domain knowledge and to our first main 
argument that naturalness in dialogue systems depends on 
knowledge management: while the system architecture 
and cooperation principles may be general enough to be 
applicable to several domains (such as car-hiring, train 
timetables, hotel reservation), the content of these rules is 
domain-dependent and requires that a suitable knowledge 
representation language and an analysis of the domain are 
available so that the required reasoning on what is 
cooperative in each situation can be performed.  
As an example, consider one of the Consideration filters 
used in the CDM (Jokinen, 1996b): if the partner’s goal 
cannot be fulfilled, it is considerate to inform the partner 
of the reason. This requires meta-information of the failed 
goal and the goal’s status in the hierarchy of intentions, 
but it also requires that domain-dependent knowledge of 
how the intentions are related to each other is available. 
E.g. a failure to answer a question about train timetables 
in the middle of a dialogue which has dealt with the best 
restaurants in the city, need not only be caused by the lack 
of information in the database but also by the irrelevant 
topic that suddenly appears in the dialogue. Moreover, 
selection of the appropriate rule depends on the context. 
In the previous example, the hearer would object an 
abrupt topic change  (“Sorry?” ) unless further information 
were available e.g. that the speaker’s going home is tied to 
the last train which is about to leave at the time of 

speaking: the question would thus signal the partner’s 
shift of attention rather than an incompetent response. 
To make a simple information providing system more 
robust and natural, domain knowledge (e.g. that train 
timetables and restaurant guides are of different task 
domains) and related world knowledge (e.g. that people 
dependent on trains tend to get nervous when the last train 
is about to leave) must be provided to the system. 
Naturally, the more complex task is to be performed, the 
more complex knowledge needs to be encoded together 
with the reasoning rules. Ideally not only is the system to 
learn domain-level distinctions, but also associations 
between these distinctions and situations in which they are 
used. For instance, in the example above, the system 
would record the association of restaurants and train 
timetables as part of the user’s need to catch the last train, 
and the bond between these two items would be activated 
and reinforced if the user happens to appear in a similar 
situation again.  
Even though the system’s learning is based on the history 
of individual interactions (or maybe a combination of 
multi-agent interactions) and the end result may not be 
controllable, it is still possible to relate the current 
dialogue state to the selected initial state, and make 
comparisons about the outcome being expected or not. If 
expected, the act that led to the state is reinforced; 
otherwise its “ fitness”  in the context is decreased. This 
kind of local interaction using the whole dialogue 
structure as a reference point would help in building 
naturalness in the system behaviour, and also in 
contributing to the trust between the user and the system: 
that the system is reliable (does what it is meant to do), it 
acquires skills that are useful and sensible for the user 
(exhibits cognitive capabilities), and it keeps within the 
limits of controlled interaction (seems to conform to 
acceptable norms that govern interactions). 
If the system is allowed to have initial knowledge of the 
domain, we can also combine the advantage of having 
initial bootstrap information (learning will not start from 
scratch), and that of controlled flexibility (knowledge 
updates are related to some initial knowledge state which 
the user can understand and feel as being in control of).  

Learning Past the Closed-World Context 
The system’s cooperation can be conditioned on a 
particular context and task, represented e.g. by plans, 
scripts and frames. Usually the partners share these by 
default: there is no reason to explicitly discuss e.g. 
whether a plan for hotel reservation can include a subtopic 
concerning sports facilities, as this is part of the shared 
background knowledge. However, real plans tend to be 
partial and incrementally executed, frames overlap with 
each other and it is often difficult to single out one frame 
that would cover the whole interaction as such. As above, 
it is beyond reasonable efforts to exhaustively list all 
prototypical scenarios that the system could operate in. 
In theoretical dialogue modeling, a paradigm shift 
occurred in the early 90’s that opened the closed-world 
omniscient viewpoint to a more realistic approach. The 
new paradigm emphasizes the participants’  rationality and 
resource-boundedness: individual agents have some but 
not ideal logical ability (Cherniak, 1992). It is rational not 
to draw all sound and feasible inferences, since this would 
result in an infinite regress of inferences even for 



deliberating on one single action. No agent concerned 
with survival strategies can afford ideal full-scale 
inferences to determine e.g. whether to shout for help or 
not: minimal rationality is indispensable for realistic 
cognitive theories. From a different starting point, New 
Rhetoric (Perelman, 1969) shows that the effects of 
practical argumentation do not rely so much on the 
acceptable premises and conclusions as on the way they 
are combined and presented to the partner: the same 
argument can have different results on different hearers. 
The logical, idealized, omniscient actor is thus replaced 
by a rational, realistic and resource-bounded agent. Partial 
plans and overlapping frames form the other side of the 
same coin: instead of listing detailed structures as separate 
entities in the memory, it is more economical to store 
ambiguous or vague plans and frames and then 
disambiguate/fill them in with specific details supplied by 
the context as necessary. Dialogues are seen as 
negotiations with presentation and acceptance phases, and 
the speakers as rational agents trying to build enough 
common understanding for resolving a task at hand. 
Moved to the world of realistic and natural dialogue 
systems, these resource-bounded dialogue agents must be 
capable of learning and adapting themselves to new tasks, 
new situations, new partners, new words, new languages. 
For this we assume that language is activity between 
intelligent agents, having its basis in the underlying task 
that is to be completed (“ task”  here refers to a more or 
less purposeful activity ranging from a set of specific 
actions to the loose notion of “keeping the channels 
open”). The goal for communication is to satisfy mutual 
comprehensibility in order to successfully complete the 
underlying task. The agents have different viewpoints to 
the same situation and they entertain their private beliefs. 
They don’ t necessarily share the relevant background 
knowledge, but work this out as required. It is not 
necessary to clarify all background differences though; 
only those that are relevant for the successful completion 
of the underlying task. 
Dynamic construction of the mutual knowledge proceeds 
as a language game whereby the speakers construct their 
private beliefs of each of the partners and the pair-wise 
mutual knowledge shared so far. They try to optimize cost 
(long utterances) and benefit (mutual comprehensibility) 
in a given context and monitor the partner’s understanding 
as well as signal their own understanding by feedback and 
extra-linguistic gestures. This process is similar to 
grounding (Traum, 1994; Clark & Schaefer, 1989), except 
that the driving force behind communication is related to 
the optimization of the interaction patterns rather than to 
providing (dis)agreeing reaction to the presented material. 

Dynamic Group Interaction 
One of the fundamental aspects of spoken language 
interaction is that this is always situated in some context: 
the speakers act as members of a large communicative 
group. Language norms have their roots in the norms and 
obligations of rational behaviour as agreed in this group, 
learnt via participating in social interactions and filtered 
by the speaker’s subjective experience. Thus language is 
possessed by a group of agents as an independent entity, 
yet being inherently tied to the individual speakers who 
use the language and, by the very use of the language, 
change its form and meaning.  

Multi-party dialogues and dynamics of group interaction 
are still research topics that require further studies. For 
instance, Schegloff (1997) points out that issues such as 
reasoning by participants who are not directly addressed 
by the speaker, and splits in a group (party attendees start 
to talk locally to each other) are distinguishing 
characteristics for multi-party dialogues that need to be 
analysed and formalized. Also multi-modal information 
gets a more prominent role in group communication: 
information through different channels is integrated, 
coordinated and used effectively in interaction. The effect 
of extra-linguistic context on communication is only 
mentioned in passing, although it plays a relevant role in 
utterance comprehension, often replacing explicit verbal 
expressions when providing feedback and confirmation 
about what has been said. 
Finally, related to our topic of knowledge acquisition, the 
evolution of language, on-going development of meanings 
and creation of new concepts depend on the speakers’  
mutual understanding, constructed through social 
interaction in groups. Coordination of utterances and 
feedback on the success of the utterances form the basis 
for language learning, and further, for information 
exchange and adaptation to new situations. As shown by 
Steels (1999), robots can learn to communicate via 
participating in a “verbal”  interaction whereby they 
observe the same set of discourse objects and produce 
arbitrary sounds which are interpreted and gradually learnt 
as names for the objects in the given context. The 
common ground in which to measure success of the sound 
sequences is supplied by the agents looking at the same 
objects. The focus of attention is thus clearly determined 
and utterances can be linked to the observable world as 
predications of the object in focus. 
In human dialogues the focus of attention is usually 
embedded in linguistic expressions and the context is 
fairly unrestricted. The conventional structure of the 
utterance thus plays an important role in the construction 
of the meaning and in determining the focused elements in 
the dialogue. Although it may be impossible to reproduce 
linguistic and social constraints that operate in human 
conversations, automatic extraction of information and 
induction of the rules that classify the content in a 
meaningful way is of course a matter of various data-
driven learning techniques, widely studied in NLP. 

Learning systems 

Versatile Evolutionary Systems of Intelligence 
The VESI project at CELE concentrates on speech and 
language processing for various intelligent dialogue 
systems. In particular, we investigate how communication 
takes place between humans and between humans and 
computers, and how people construct and update their 
knowledge on the basis of their interaction with other 
intelligent agents. In other words, the focus is on how 
information is communicated and what processes drive 
such dialogues. Another important question concerns how 
individuals develop the complexity of natural language 
structure, how language is learnt and concepts are formed 
through interaction. In this way we hope to bring together 
two research areas: the agent's communication with the 
external environment on one hand, and the agent's internal 
processing of the linguistic input on the other hand.  



When exploring knowledge acquisition and higher-level 
cognitive processes, it is also important to study suitable 
representations and learning algorithms. To this end, our 
research concerns supervised and unsupervised learning 
algorithms, such as decision-trees, rule-induction systems 
and lazy learning techniques, on typical natural language 
processing tasks. We also make use of advanced 
computing facilities, especially the CBM machine, an 
experimental platform that allows us to investigate the 
properties of complex neural networks.  
The general VESI architecture is given in Figure 1. This 
will be specified with respect to a set of different modules 
that take care of the different aspects of the listed tasks. 
Applications are given only as examples. Within the 
framework we expect to contribute to many diverse areas. 
Among them are robustness against noise, flexibility and 
adaptability to new situations, and generic modular 
architectures for language. 

Future Views 
The paper has argued that in the context of 21st century 
dialogue systems, portable, flexible gadgets with spoken 
and multi-modal interaction facility, the main issue is the 
knowledge acquisition problem, which requires that the 
system had capability to learn through interaction: it is 
able to recognize new relevant information in the 
communicative acts, and update its knowledge bases 
appropriately. The argument is supported by examples 
concerning cooperation and reasoning strategies, minimal 
rationality and resource-boundedness, and social activity 
of group interaction. The project VESI, recently started at 
CELE, especially focuses on the language learning aspect 
and automatic knowledge acquisition. 
The ambitious goal is backed by hybrid methods. It is 
expected that by integrating various approaches our 
research will not only contribute to flexible and natural 
dialogue system design, but also to unexplored areas of 
human speech and language processing. The lack of 
general uniform theory of human cognitive capabilities is 
unfortunate but it is believed that the view related to 
constraints on representation, architectures, and timing 
(Elman et al. 1996), will provide a useful starting point for 
the emergence of higher level symbols and their 
processing, as a reflection of hierarchical clustering of 
repetitive patterns on lower levels. 
The ambiguous title of the paper is thus also explained: 
besides dialogue systems that learn, we can also as system 
builders, learn about and through dialogue systems. 
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Figure 1. Tasks and modules in a generic dialogue system. Applications are given as examples.  

 


