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1 Introduction

This chapter outlines the evolution of frameworks for creating linguistic annotation
pipelines for texts, from Linux scripts for the OpenNLP toolkit, via Ant buildfiles
and older tools like WordFreak, up to the emergence of modern frameworks like
GATE and UIMA. This approach shows how the methods for organizing annotation
pipelines have evolved over time, but it is not a history with names and dates about
who invented what and when. The aim is tutorial, introducing basic ideas separately
and then showing how they have been integrated into more general frameworks.
Some older methods are therefore described first, as they illustrate specific aspects
of the wider requirements of a modern framework. The good news is that the best
ideas of the older methods have been integrated into the newer frameworks, while
most of the weaknesses have been resolved. For up-to-date information about GATE
or UIMA, readers should of course consult the latest technical manuals.

The structure of the chapter is as follows. After summarizing the range of typical
annotation tasks, Section 1 introduces a toolkit (OpenNLP) that creates automatic
annotations for these tasks. Section 2 shows how the tasks and tools can be organized
into processing pipelines using Linux scripts or Ant buildfiles. Section 3 compares
manual and automatic annotation, illustrating the facilities provided by a manual
annotation tool (WordFreak), and showing how automatic and manual tools can be
used together. Large-scale annotation projects require large-scale frameworks, and
two annotation frameworks, GATE and UIMA, are described in Sections 4 and 5.
Using different frameworks raises interoperability issues, and Section 6 shows how
annotations created in one framework can be input into another framework by trans-
forming the annotation formats. The conclusion briefly discusses the differences
between a toolkit and a framework.
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An annotation toolkit: OpenNLP

Annotations are required at several linguistic levels. A number of distinct annotation
tasks have become standardized at the different levels, including:

• sentence boundary detection
• tokenization
• part-of-speech tagging
• phrase chunking
• syntactic parsing
• named entity recognition
• coreference resolution

Although there are specialized annotation tools that focus on one particular task,
in this chapter we describe toolkits and frameworks that provide support for produc-
ing annotations at multiple levels. For example, each one of the standard annotation
tasks listed above is performed by one of the components of the OpenNLP toolkit
(http://opennlp.apache.org) as follows:

• OpenNLP sentence detector
• OpenNLP tokenizer
• OpenNLP part-of-speech tagger
• OpenNLP chunker
• OpenNLP parser
• OpenNLP name finder
• OpenNLP coreferencer

Although each one of these tools is a separate component, the toolkit is designed
so that the various tools can easily be used together. The part-of-speech tagger re-
quires that its input has already been tokenized into a list of tokens. The output
from the OpenNLP Tokenizer is in the correct format to be input to the OpenNLP
Part-of-Speech Tagger. The chunker requires that its input is a list of tokens that
have been tagged with part-of-speech tags. The output from the OpenNLP Part-of-
Speech Tagger is in the correct format to be input to the OpenNLP Chunker. These
tools are designed to be arranged into a processing pipeline. Further details about
the OpenNLP toolkit are given in [4] and [8].

Python users may prefer NLTK (http://nltk.org) instead of OpenNLP
which uses Java. In this case it is also natural to implement the pipeline in Python.
Further details about the NLTK Natural Language Toolkit and practical examples of
using it to perform the main annotation tasks are given in [1].

The OpenNLP tools use maximum entropy statistical language models [6], and
each tool requires a suitable language model for the relevant language and for the
specific annotation task. Models can be created using the OpenNLP MaxEnt classi-
fier if suitable annotated corpora are available. For English, a full set of ready-made
language models are provided for download with the OpenNLP tools. In order to
perform the full range of annotation tasks listed above, all of the following models
will be required:
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• OpenNLP English sentence detector model
• OpenNLP English tokenizer model
• OpenNLP English part-of-speech tagger model
• OpenNLP English chunker model
• OpenNLP English parser models (a set of models)
• OpenNLP English name finder model
• OpenNLP English coreferencer model

Organizing the various tools into pipelines, so that the output format from one
tool matches the input format required for the next tool, and making sure that each
tool can find the language model that it needs from the correct file location, requires
a flexible but systematic approach. How to organize these pipelines effectively is the
main topic of this chapter.

2 Annotation Pipelines in Scripts

There are many natural language processing tools that create annotations, but we
will not attempt to list them or compare them. Our aim is to describe the main
approaches to organizing the workflow by combining the tools into pipelines to
achieve specific tasks. As the OpenNLP tools are well-known and widely used, and
are freely available open source software, we will use them as our main examples.

Linux scripts

Application software can invoke OpenNLP components directly via a Java API, but
Java programming skills are not required in order to use OpenNLP tools because
pipelines can be created by writing scripts. Sample Linux shell scripts are provided
with the software. The basic mechanism is the Unix pipe: the output stream from
one component is piped directly into the input stream of the next component. An
example script is shown in Figure 1.

The annotation task here is part-of-speech tagging, but the pipeline first runs the
sentence boundary detector and then the tokenizer before piping the lists of tokens
into the part-of-speech tagger. The script in Figure 1 calls each component by its full
Java class name, which requires previously adding the necessary .jar files to the Java
CLASSPATH. Each of the three OpenNLP tools requires a parameter specifying the
path to the location of its language model file.

Although the OpenNLP tools are open source Java and platform-independent,
Linux scripts and Windows scripts are platform-dependent. There are many small
differences in the script syntax, with the result that converting pipelines from Linux
shell scripts to Windows .bat files is error-prone. One way to avoid dealing with
the difference between Linux and Windows scripts and to achieve cross-platformm
portability is to use Ant buildfiles.
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export OPENNLP_HOME=˜gwilcock/Tools/opennlp-1.3.0
export CLASSPATH=.:\
$OPENNLP_HOME/output/opennlp-tools-1.3.0.jar:\
$OPENNLP_HOME/lib/maxent-2.4.0.jar:\
$OPENNLP_HOME/lib/trove.jar

java opennlp.tools.lang.english.SentenceDetector \
$OPENNLP_HOME/models/english/sentdetect/EnglishSD.bin.gz |
java opennlp.tools.lang.english.Tokenizer \
$OPENNLP_HOME/models/english/tokenize/EnglishTok.bin.gz |
java opennlp.tools.lang.english.PosTagger -d \
$OPENNLP_HOME/models/english/parser/tagdict \
$OPENNLP_HOME/models/english/parser/tag.bin.gz

Fig. 1 A Linux script configuring a pipeline of OpenNLP annotation tools

Ant buildfiles

Apache Ant (http://ant.apache.org) is used for organizing software work-
flows of many kinds, so it is natural to use Ant for linguistic processing pipelines.
Ant is open source Java and XML-based, and is platform-independent. An extract
from an example Ant buildfile to run the OpenNLP part-of-speech tagger is shown
in Figure 2.

<target name="tagger" depends="tokenizer"
description="Run OpenNLP tagger">

<java fork="yes" maxmemory="1024m"
classname="opennlp.tools.lang.english.PosTagger"
input="${data}/Tokens" output="${data}/Tags">

<classpath refid="opennlp.classpath"/>
<arg file="${models}/parser/tag.bin.gz"/>

</java>
</target>

Fig. 2 Extract from an Ant buildfile configuring a pipeline of OpenNLP annotation tools

Pipelines of OpenNLP components are easy to define in Ant. As the OpenNLP
tools are Java, each component is run as an Ant <java> task. Reusable tasks can
be encapsulated as named Ant targets. Like Unix makefiles, Ant enforces depen-
dencies between targets, for example the ”tagger” target in Figure 2 depends on the
”tokenizer” target having already been performed.

Ant has easy ways to handle things that can be troublesome in Linux and Win-
dows scripts. For example, most of the OpenNLP tools require the same set of jar
files to be on the CLASSPATH. In Ant, a <path> can be carefully defined once and
then referenced repeatedly whenever it is required. If the tools subsequently change
to a different set of jar files, only one place needs to be updated.
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Another significant advantage of Ant is its support for XSLT transformations by
the Ant <xslt> task. This makes it easy to include format conversions of XML
annotations at any point in an Ant processing pipeline.

Fig. 3 Manual annotation in WordFreak, from [8]

3 Manual and Automatic Annotation

This section briefly illustrates the facilities provided by a manual annotation tool,
and shows how automatic and manual tools can be combined effectively within a
linguistic annotation workflow.

As an example of a manual annotation tool we describe WordFreak (http:
//wordfreak.sourceforge.net). Figure 3 shows its easy-to-use graphical
user interface. WordFreak is open source Java and therefore platform-independent,
and creates annotations in a stand-off XML format. Further details about WordFreak
are given in [5] and [8].
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In Figure 3 WordFreak is being used to create manual annotations. A parse tree
structure is displayed on the left in the GUI panel, and an annotation can be selected
from the pop-up menus of annotation types on the right.

Combining manual and automatic annotation

WordFreak supports both manual and automatic annotation. The OpenNLP tools
can be combined with WordFreak as plugins, and each tool can be run from the
WordFreak GUI. Figure 4 shows one of the OpenNLP tools being selected from a
drop-down menu.

Fig. 4 Selecting an automatic annotation tool in WordFreak, from [8]

Having both manual and automatic annotation facilities available in the same user
interface is very convenient. The automatic tools can be run first, producing many
thousands of annotations very quickly, inevitably including a certain percentage of
errors. The automatic annotations can then be inspected visually and the errors can
be manually corrected using the manual annotation facilities.
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However, in WordFreak each annotation tool is launched from the GUI menus
separately by the user. There is no way to define a pipeline. As a result, the older
manual annotation tools like WordFreak have largely given way to comprehensive
annotation frameworks like GATE and UIMA, in which pipeline construction and
management are centre-stage.

4 Annotation Pipelines in GATE

GATE (http://gate.ac.uk) is a General Architecture for Text Engineering.
It is open source Java and platform-independent. As GATE has been widely used by
many projects over many years, the software is robust and reliable. It has an easy-
to-use graphical interface and produces annotations in a stand-off XML format.

Fig. 5 Annotations made by the ANNIE pipeline in GATE, from [8]

Figure 5 shows the GATE graphical interface and some annotations made by
ANNIE. ANNIE (A Nearly-New Information Extraction system) is a ready-made
annotation pipeline in GATE, which allows new users to get started doing annota-
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tions very quickly. ANNIE includes a sentence splitter, a tokenizer, a POS tagger,
and a gazetteer lookup component for named entity recognition.

A very wide range of components are provided by GATE, including tools for
natural language processing, for machine learning, and for working with ontologies.
GATE provides excellent facilities for configuring the pipeline by adding, removing
and reordering components. Figure 6 shows how the default ANNIE pipeline is
extended by adding the Nominal Coreference component. The order of components
is changed simply by clicking the up and down arrows.

Fig. 6 Extending the ANNIE pipeline in GATE, from [8]

In general, it is very easy to reconfigure and extend the annotation pipeline with
existing GATE components, but less easy to add an external component. However,
for many tasks a new component can be created within GATE with JAPE rules.

Figure 7 shows an example of the JAPE rule format. The rule defines a regular
expression in which certain sequences of part-of-speech tags are recognized as Noun
Phrases. The usual regular expression operators (?, *, +) are used, but the patterns
match sequences of annotations, not text strings.
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Phase: NP
Input: Token

Rule: NP1
(

({Token.category == "DT"}|{Token.category == "PRP$"})?
({Token.category == "RB"}|{Token.category == "RBR"})*
({Token.category == "JJ"}|{Token.category == "JJR"})*
({Token.category == "NN"}|{Token.category == "NNS"})+

)
:nounPhrase -->

nounPhrase.NP = {kind="NP", rule=NP1}

Fig. 7 Extract from a set of JAPE rules for Noun Phrases, from [8]

Fig. 8 Prepositional Phrases annotated by JAPE rules, from [8]

Figure 8 shows some Prepositional Phrases annotated by the JAPE rules shown
in Figures 7 and 9. The NP annotations created by the rule in Figure 7 are included
in the inputs to the Prepositional Phrase rule in Figure 9. Components made with
JAPE rules are added to the pipeline like other components.

Further information about GATE is available in the online user and developer
guide and in the book version [2] by the GATE team. Practical examples comparing
GATE and UIMA are given in [8].
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Phase: PP
Input: Token NP

Rule: PP1
(

({Token.category == "IN"})
({NP.kind == "NP"}

)
:prepPhrase -->

prepPhrase.PP = {kind="PP", rule=PP1}

Fig. 9 A JAPE rule for Prepositional Phrases, from [8]

5 Annotation Pipelines in UIMA

UIMA (http://uima.apache.org) is Unstructured Information Management
Architecture. Figure 10 shows an example of annotations produced by running the
OpenNLP Parser inside UIMA

Fig. 10 UIMA Annotation Viewer showing annotations made by OpenNLP parser, from [9]

Although originally developed by IBM [3], UIMA is open-source Java and
platform-independent. Like WordFreak and GATE, UIMA has an easy-to-use GUI,
shown in Figure 11. Instead of creating its own GUI, UIMA uses Eclipse, an exist-
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ing widely-used GUI which many programmers already know. UIMA can be also
used with Linux or Windows scripts to run its components, instead of Eclipse.

UIMA creates annotations in stand-off XML format. Instead of having its own
specific format, UIMA supports interoperability by using XML Metadata Inter-
change (XMI), an OMG standard.

In UIMA, annotators run in analysis engines. New annotators are written in Java,
and existing annotation tools such as the OpenNLP tools are converted to UIMA an-
notators by Java wrappers. Pipelines of annotators run in aggregate analysis engines.
Pipelines can be configured by writing XML descriptors (similar in some ways to
Ant targets), or by means of a graphical tool in the GUI.

Fig. 11 Configuring an OpenNLP annotation pipeline in UIMA, from [8]

Figure 11 illustrates a pipeline of OpenNLP components being configured in
UIMA using the Component Descriptor Editor in the graphical interface. In this ex-
ample the OpenNLP Chunker is added to the pipeline after the OpenNLP Sentence
Detector, Tokenizer, and Part-of-Speech Tagger. The XML descriptor file for the
configured pipeline is automatically generated by this tool.

Type systems in UIMA

An interesting part of UIMA is its use of a type system that defines annotation types
and their features (Figure 12). Type systems can be defined as required for specific
purposes. A typical type system will include basic data types such as String and
Integer, as well as linguistic types such as NounPhrase and VerbPhrase,
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‘

Fig. 12 Editing the type system in UIMA, from [9]

and application-oriented types such as NamedEntity and EmailAddress.
The type system is hierarchical, for example NamedEntity may have subtypes
Person and Location, while NounPhrase and VerbPhrase may share the
supertype SyntacticConstituent. The type hierarchy uses inheritance, so
subtypes inherit all the features of their supertype.

For linguistic annotations, it is useful to make all annotation subtypes (such
as Token, SyntacticConstituent and NamedEntity) share a common
Annotation supertype. The Annotation supertype can be defined to have two
features begin and end, both of type Integer, that specify the annotation off-
sets in the text. This way all annotations will automatically have begin and end
features by inheritance from the Annotation supertype.

Figure 12 shows an example of using the GUI to edit the type system. In this
example, the Token type, which already has a feature posTag that is used by the
part-of-speech tagger, is edited by adding a new feature chunkLabel that will be
used by the chunker.

The type system supports interoperability of components in a pipeline. Types
are used to ensure that output from one component will be the right type for input
to the next component in the pipeline. The required input features and the created
output features are defined as capabilities of the component. This is illustrated in
Figure 13, where the component capabilities of the OpenNLPChunker are defined.
The posTag feature of the Token type is a required input feature, which should
have already been created by the part-of-speech tagger. The chunkLabel feature
is an output feature, which will be created by the chunker.
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Fig. 13 Defining the capabilities (inputs and outputs) of a component in UIMA, from [9]

Further information about UIMA is available in the online documentation. Some
practical examples comparing GATE and UIMA are given in [8].

6 Pipelines with Annotation Transformations

WordFreak, GATE and UIMA all output linguistic annotations in stand-off XML
formats, but they each use their own specific format. This raises the issue of inter-
operability: how to interchange annotations between tools that use different formats.
An older approach is to use XSLT transformations. Sample XSLT stylesheets for
transformations between WordFreak, GATE and UIMA are described in [8]. More
robust, newer methods are described in the chapter on annotation formats.

Annotation pipelines can include transformation steps, but frequent changes in
formats between processing steps are probably not good. A better approach is to run
a complete pipeline up to a certain step in one framework, then transform the output
into a different format and input it to another framework.

Figure 14 illustrates this approach. The complete ANNIE pipeline was run in
the GATE framework. The annotations in GATE XML format were transformed to
UIMA XMI format by an XSLT stylesheet from [7]. The annotations made by GATE
are here viewed in UIMA Annotation Viewer: the componentId features show
which GATE components created the annotations. Further processing can continue
in the UIMA framework.
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Fig. 14 GATE annotations piped into UIMA via XSLT transformation, from [7]

7 Conclusion

One question that arises is: what is the difference between an annotation toolkit and
an annotation framework? In general, a toolkit contains a range of tools of different
types, and it is up to the user to select which tools to use and when to use them to
achieve the desired result. It is also the user’s responsibilty to make sure that the
outputs from one tool are suitable (compatible) as inputs to the next tool. Here the
user is like a craftsman, skilled in how to use a variety of different tools.

By contrast, an annotation framework is more like a conveyor belt production
system in a factory. The data flows through a complex pipeline where each com-
ponent adds its own annotation types to those already created by previous compo-
nents. If the pipeline is wrongly configured, the components cannot work because
their inputs are not what is required, and they cannot improvise ad hoc solutions
like a skilled craftsman. However, if the pipeline is properly configured, very large
quantities of data can be processed very efficiently.

The classic problem in the factory conveyor belt is the difficulty in changing the
system to handle changing requirements. Both of the two annotation frameworks
that we described, GATE and UIMA, support rapid reconfiguration of the pipeline
via the graphical interface, so the overall annotation system is quite flexible. The use
of defined component capabilities in UIMA helps to avoid wrong configurations.
The result is a good balance between flexibility and efficiency, and both frameworks
strongly support scalability to very large quantities of annotations.
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