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Abstract. In human-human interaction, the participants’ multimodal behaviour
has impact on the interaction as a whole, and similarly in spoken human-robot
interactive situations, the interlocutors’ multimodal signals seem to correlate
with the user’s assessment of the interaction. We explored in more detail how
some aspects of multimodal behaviour (gazing, facial expressions, body pos-
ture) can predict the user’s experience and impressions of the robot’s behaviour
(responsiveness, expressiveness, interface, usability, overall impression). The
results indicate that the user’s assessment concerning the evaluation categories
Interface and Usability, and to some extent the categories Expressiveness and
Overall correlate with their behaviour in a statistically significant manner. The
work contributes to our understanding of how the interlocutors’ engagement
and active participation relate to their assessment of the success of communica-
tion, and points towards automating evaluation of human-robot interactions.
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1 Introduction

Research on human-human interactions has shown that the interlocutors’ multimodal
behaviour and emotional state have impact on the interaction as a whole and on how
pleasant the experience has been ([2, 9]). In human-robot interaction, it can be as-
sumed that the user’s engagement in the interaction can also be inferred from the
participants’ multimodal activity in a similar manner and consequently, be used to
estimate the user’s experience of the interaction with the robot system.

In our earlier work [13], we studied the user’s engagement with a humanoid robot
system and focused on their multimodal behaviour which correlates with the interac-
tive system’s evaluation categories. The results supported the original hypothesis that
by observing the user’s multi-modal behaviour and emotional state, as well as the
robot's appropriate responses, it was possible to estimate the user’s engagement in the
interaction and to predict the user’s experience of the various aspects of the interac-
tion with the robot system. We now continue this line of research and investigate in
more detail how different combinations of the multimodal behaviours (gazing, facial
expressions, body posture) can predict the user’s experience and evaluation of spoken
interaction categories such as responsiveness, expressiveness, interface, usability, and
overall impression.
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The work contributes to multimodal interaction modeling and to our understanding
of how the interlocutors’ engagement and active participation relate to their assess-
ment of the success of communication. It also contributes to the evaluation methodol-
ogy of interactive human-robot systems, by emphasizing the communicative experi-
ence of the users, and points towards automating evaluation of human-robot interac-
tions. In particular, the study draws on the naturalness of interactions and measures
the users’ engagement through their multimodal activity rather than focusing solely
on task completion and efficient communication of factual information.

The paper is structured as follows. Section 2 gives an overview of related research
concerning multimodal evaluation and human-robot interaction. Section 3 describes
the data and Section 4 presents the experiments and results. Finally, Section 5 draws
conclusions and describes plans for future work.

2 Multimodal evaluation

Evaluation of spoken dialogue systems is a complex issue and, as pointed out by [12],
multimodality adds a new dimension to it: the full repertoire of the communicative
capability of the system. The perceived naturalness of the interaction does not depend
only on task-based dialogue strategies, but also on the combined effect of the different
modalities that can be exploited in the communication. The evaluation metrics would
need to include accuracy and effectiveness of each modality engine separately, but
also capture the interdependence between the perceptual categories related to modali-
ties. The evaluation thus requires a holistic approach. Since there is not only one pos-
sible mapping between the modalities, tasks and user preferences, a multidimensional
evaluation is also necessary.

In the evaluation of the multimodal system SmartKom [3], the task-based spoken
dialogue system evaluation framework Paradise [20] was extended to cover specific
issues concerning multimodality by abstracting over functionally similar modality
technologies that can be used in parallel (speech, gesture, and facial recognition) and
weighting and relating different modalities that work in cooperation or sequentially
(e.g. gesture recognition is easier than speech recognition in more limited domain).
The measures took into account the efficiency of each modality as well as synchrony
of the modalities, and usability questionnaires were adapted to the three SmartKom
scenarios (home, public, mobile). The relations between modalities, tasks, and user
preferences were presented in a common attribute-value matrix while kappa-statistic
was  used  to  capture  variability  between different  users  as  well  as  in  one  single  user
when using the system in different situations.

In social robotics, the robots should communicate with humans in a socially correct
way. Due to robust use of various technologies, their communicative capability is rich
and more natural: the ability to recognize the user’s spoken and multimodal utterances
is combined with output that includes speech, gesturing and possibly other modalities.
Moreover, situated, embodied human-robot interactions resemble interactive situa-
tions between two agents, so the evaluation is easily levelled to include properties of
natural interaction between humans. As a starting point for metrics for HRI, especial-



ly when assessing the performance of human-robot teams, [18] have taken the notion
of Situational Awareness [8], which means that the robot needs to understand what is
important in the situation. The level of awareness depends on the level of the robot’s
autonomous behaviour and the role of the human in the situation, but the main issue is
how the awareness is communicated to the partner, i.e. how the user gets feedback
from the robot’s understanding of the situation and actions being undertaken, and vice
versa. In spoken dialogue systems [12] this has been an important design principle
discussed under the concepts of grounding and feedback. It should be emphasized,
however, that the performance of an HRI system is not only based on interaction de-
sign: a failure may be due to malfunctioning of the robot’s software or sensory system
rather than an issue with the user interface, so the analogous multidimensional and
holistic evaluation requirements discussed above apply here.

In this paper, we approach evaluation from the point of view of perceived commu-
nication capabilities of the robot and the user’s holistic behaviour that signals their
awareness of the situation. We consider spoken interaction with a Nao robot applica-
tion, and assume that by observing the user’s behaviour and emotional state, as well
as the robot's appropriate responses, it is possible to predict the user’s experience and
consequently their evaluation of the various aspects of the interaction with the robot
system. Previous studies have used speech prosody [15], silence duration [7], gaze
[16], and utterance density [5] as measures to estimate the user’s activity and en-
gagement in interaction, while models for an artificial agent’s multimodal feedback
strategy have been proposed e.g. by [11, 17]. In the context of humanoid robots, [4]
studied shared attention models to allow the robot to classify perceptual input into
stimuli to which it could learn to react. However, none of the studies has directly tried
to estimate the user’s experience and evaluation categories on the basis of their multi-
modal behaviour in order to learn how multimodal correlates can be used to infer the
user’s evaluation of their interaction with a humanoid robot. In our previous studies
[13], we set out to investigate if it is possible to estimate the user’s experience of the
various aspects of the interaction with the robot system, and how this corresponds to
their evaluation of the system. We take this as our current starting point, and extend
the study towards a holistic view of communication. We use the combinations of
various perceptual correlates of the user’s multimodal behaviour (gaze, gesture, body)
and study how they indicate the user’s awareness of the interaction and can be used as
a basis for feedback in joint communication.

3 Data

Our corpus of eNTERFACE-2012 Nao-Human Interaction Data contains  videos  of
human-robot spoken interactions using the Nao WikiTalk system [6]. The robot uses
gestures, nods, and other multimodal signals to give expressive presentations of re-
quested spoken information [6,10], and the corpus was systematically collected to
evaluate three slightly different versions of the system [1]. Twelve users interacted
with the system, resulting in a corpus of 12 x 3 = 36 interactions. The corpus is avail-
able for research purposes. Figure 1 shows a screenshot from one of the videos.



Figure 1 Users interacting with the Nao robot.

The corpus was annotated with Elan [23] concerning multimodal cues which are
generally used to signal comprehension of the message or to display affective state.
Table 1 lists the five annotation categories with the associated binary features. These
include the user’s gaze (focus of attention), overt facial expressions, body movement,
and an approximation of the user’s emotional state. The robot’s behaviour was anno-
tated with respect to its perceived appropriateness in the situation, loosely following
the appropriateness annotation in [19]. Annotations were made simultaneously by
four annotators, and their pair-wise kappa ranged between 0.32 for facial expressions
to 0.82 on body movement.

In the experiments we only took into account features that had frequency of at
least nine in the corpus. It  is interesting that there were not enough examples of the
user’s hand gestures (although the annotation scheme also contained tags for this), so
the hand gesture category was dropped from the experiments. Further analysis
showed that the user’s hand gestures were not related to their natural communicative
behaviour, but mostly to controlling the robot’s behaviour (e.g. tap on the head to stop
it talking in emergency situation).

Annotation category
Number of
features

Example features

User gaze 3 toRobot, toInstructor, toBackground

User emotional expression 6 amused, disappointed, interested, sad, satisfied, uncertain

User body engagement 1 leansTowardsRobot

User facial expression 2 smile, laugh

Robot appropriateness 4 ok, offThePoint, odd, okByChance

Table 1. Annotation categories (n=5) and their features (n=16) used in the experiments.

After each interaction the users also filled in a questionnaire about their experi-
ence of the particular system version. The evaluation categories for the users to assess
their experience and various aspects of the robot interaction are given in Table 2.
Each of the five evaluation categories consisted of 5-8 evaluative statements, and the
users had to score them using a 5-point Likert scale, with 1 denoting total disagree-
ment and 5 total agreement with a particular statement.



Expressiveness The robot’s lively behaviour and clear and expressive presentation

Responsiveness The robot’s quick and appropriate reaction

Interface Technical aspects of the speech interface

Usability The robot’s performance in the open-domain conversation task

Overall General aspects of the interaction design

Table 2. Evaluation categories for user experience.

The users had also recorded their expectations of the robot interaction before the
beginning of the evaluation session. This was done by filling in a similar question-
naire which asked about their expectations rather than experience. More information
about the questionnaires, as well as processing of the ratings, and the differences be-
tween the users’ experience and expectations can be found in [1].

4 Results

We used Weka [22] to preprocess the data and to run classification algorithms to es-
timate how well the annotation features of a particular interaction predict the user’s
evaluation score for that interaction.
The interaction is represented by an interaction instance vector which  consists  of
elements denoting the 16 multimodal annotation features for the interaction listed in
Table 1, and of the class variable to be predicted, selected from the five evaluation
categories in Table 2. The values of an instance vector are independent numeric vari-
ables corresponding to the frequencies of the annotation features in the particular
interaction, normalized with respect to the length of the interaction in seconds. The
class element is formulated as the numeric average of the evaluative statement scores
for  that  evaluation  category,  given  the  interaction  and  the  users.  For  instance,  the
evaluation of Responsiveness consisted of eight evaluative statements, and the evalua-
tion score for the Responsiveness category is the average of the eight evaluation
scores that the user had given for Responsiveness in the questionnaire of the given
interaction. When predicting the correlation between multimodal features and the
evaluation category, the same interaction instance vector is combined with each of the
five evaluation categories separately.
We used Weka’s instance filter to discretize the numeric class variables into nominal
attributes (5-bin relates to a 5-point Likert scale, but we also experimented with 3-
bin), as we wanted to experiment with a classification as well as with a regression
model. We experimented with Weka’s logistic regression (maximum entropy model)
and Support Vector Machine algorithms, but the differences between the two were not
statistically significant in our case, so below we report the SVM results only. As for
the comparison field, we used percentage correct and the weighted average f-measure.
Weka’s Zero-R (majority category) was used as a majority baseline. All experiments
were conducted via ten-fold cross-validation.



4.1 Predicting user experience with multimodal features

Table 3 shows the SVM results (percent correct and weighted average f-measure) for
classifying interaction instances with all the 16 multimodal annotation features into
the five evaluation categories (work [13]). As can be seen, if we look at the percent-
correct values, the multimodal annotation features predict the evaluation category
Usability best, and they also work fairly well for Responsiveness and Interface. On
the other hand, f-measure brings in Overall and Interface, besides Usability. The dif-
ferences in the predictions among the categories are not statistically significant, but
they all support a tendency of the predictive power of the multimodal annotation fea-
tures focusing on the evaluation categories Usability and Interface, i.e. relating to
technical aspects and the robot’s interaction capability.

Evaluation category Percent correct Weighted average F-measure

Expressiveness 39.00 (21.25) 0.29 (0.20)

Responsiveness 40.58 (15.43) 0.27 (0.13)

Interface 40.42 (20.22) 0.30 (0.22)

Usability 42.92 (21.76) 0.33 (0.22)

Overall 37.50 (22.71) 0.30 (0.21)

Table 3. SVM classification with 16 multimodal features, following [13]. Std in parenthesis.

We also used Weka’s CfsSubsetEval attribute selection algorithm with the best first
search strategy (greedy hill-climbing with backtracking) to select a subset of the best
predictive features. The selection is based on considering the predictive ability of each
feature together with the mutual redundancy of the features, and preferred subsets are
those that correlate highly with the class but have low inter-correlation. Using ten-fold
cross-validation, the algorithm selects the best feature set for each evaluation catego-
ry, shown in Table 4.
Evaluation category Best features selected

Expressiveness (5)
gazedParticipantatInstructor, emotionalExpression-Amused, emotionalExpres-
sion-Disappointed, emotionalExpression-Satisfied, appropriateness-odd

Responsiveness (5)
gazedParticipantatInstructor, emotionalExpression-Amused, emotionalExpres-
sion-Disappointed, emotionalExpression-Sad, emotionalExpression-Satisfied

Interface (6)
emotionalExpression-Amused, emotionalExpression-Disappointed, emotion-
alExpression-Satisfied, appropriateness-okByChance, appropriateness-
offThePoint, appropriateness-odd

Usability (5)
gazedParticipantatInstructor, emotionalExpression-Amused, emotionalExpres-
sion-Sad, emotionalExpression-Satisfied, appropriateness-okByChance

Overall (8)
gazedParticipantatInstructor, emotionalExpression-Amused, emotionalExpres-
sion-Disappointed, emotionalExpression-Sad, appropriateness-OK,
appropriateness-odd, facialExpression-smile, facialExpression-laugh

Table 4. Best features for the evaluation categories, from [13].



Using the selected best features for a new SVM classification, we get the results in
Table 5. As expected, accuracy is better than using the whole set of features, except
for Responsiveness, for which the accuracy almost halves. Unlike the other evaluation
categories, the robot’s appropriate reaction may be difficult to associate with any
specific multimodal feature set, but all the annotated features seem important in its
prediction. It is interesting that none of the features that are used to annotate the ro-
bot’s appropriateness are among the best features for predicting Responsiveness; ap-
parently the outside view of the robot’s appropriate behavior as annotated in the cor-
pus does not directly translate to the user’s own experience and inside view of the
behavior as described by annotation categories. Of the other categories, usability is
still predicted with the highest accuracy. However, the pruning of the features causes
Expressiveness to be predicted significantly better than with the full feature set. This
is clearly due to the bias in the selected features which seem to favour important as-
pects for expressive interaction. We can, however, conclude that such multimodal
annotation features as gazing and emotional expressions function as important param-
eters in interaction evaluation, lending support for the hypothesis that the user’s mul-
timodal behaviour predicts their experience of the system.

Evaluation category Percent correct Weighted average F-measure

Expressiveness 53.25 (15.84) 0.41 (0.19)

Responsiveness 23.58 (18.84) 0.17 (0.16)

Interface 45.67 (11.75) 0.31 (0.10)

Usability 53.08 (22.49) 0.44 (0.26)

Overall 49.92 (19.08) 0.40 (0.20)

Table 5. SVM classification on the best feature set for each evaluation
category (standard deviation in parenthesis), from [13].

4.2 Combination of features for predicting the evaluation

We study the above hypothesis in more detail and ask which annotation features and
combinations of features provide important feedback to the participants concerning
the other’s interest, emotions, awareness, and level of understanding, and can also
function as signals that automatic agents may learn to observe and use to predict the
user’s interaction engagement. Based on the best predicting features above, we select-
ed the features describing gaze, perceived emotional expression, and appropriateness
as the main modality features. We formed several linguistically motivated combina-
tions of the multimodal features in Table 1, to investigate if the features form patterns
that bear predictive correlations with the five evaluation categories.

Table 6 (next page) presents the best classification results in the following five
cases: single annotation features of gaze, emotional expression, and appropriateness
only, the combination of gaze, body and face features (the observable features for the
user behaviour), and the combination of gaze, body, face, and appropriateness (the
features that describe dynamic interaction between the observed user behaviour and
the perceived appropriateness of robot behaviour).



Evaluation category Annotation feature Percent correct
Weighted average

F-measure

Overall

gaze 26.50 (16.60) 0.16 (0.14)

EMOTION 25.92 (17.12) 0.16 (0.14)

appropriate 32.00 (19.34) 0.22 (0.18)

GAZE-BODY-FACE 39.58 (21.46) 0.30 (0.22)

appr-gaze-body-face 39.42 (24.78) 0.32 (0.23)

Usability

gaze 41.67 (16.33) 0.26 (0.17)

emotion 44.08 (21.53) 0.33 (0.22)

appropriate 41.67 (16.33) 0.27 (0.17)

gaze-body-face 41.00 (16.74) 0.28 (0.17)

appr-gaze-body-face 39.50 (17.99) 0.28 (0.17)

Expressiveness

GAZE 30.33 (17.23) 0.19 (0.16)

EMOTION 43.83 (21.96) 0.32 (0.22)

APPROPRIATE 45.67 (19.12) 0.32 (0.21)

gaze-body-face 39.25 (20.56) 0.28 (0.20)

appr-gaze-body-face 39.83 (22.68) 0.29 (0.22)

Responsiveness

gaze 45.83 (11.39) 0.30 (0.12)

emotion 43.50 (13.43) 0.29 (0.12)

appropriate 45.83 (11.39) 0.30 (0.12)

gaze-body-face 45.33 (11.74) 0.29 (0.12)

appr-gaze-body-face 43.25 (13.54) 0.28 (0.12)

Interface

GAZE 25.42 (14.86) 0.14 (0.11)

emotion 33.50 (17.77) 0.22 (0.18)

APPROPRIATE 40.83 (18.56) 0.29 (0.20)

GAZE-BODY-FACE 21.42 (13.88) 0.11 (0.09)

appr-gaze-body-face 36.75 (19.21) 0.26 (0.20)

Table 6. Features as predictors. Bold-faced features mark significant differences
compared with italic features within an evaluation category (p< 0.05).

Comparing the predictive power of annotation features across the five evaluation
categories, the tested combinations of multimodal features do not necessarily do bet-
ter than the features for single modalities. An exception is the Overall evaluation cat-
egory, for which the combination features perform significantly better than any single
modality feature set, thus conforming to the hypothesis that the user’s overall experi-
ence of the robot is affected by all the multimodal features together. However, the
linguistically based combinations do not reach the same level of accuracy as the
pruned feature sets listed in Table 5, but they do, nevertheless, perform better than a



classification with all the original features in Table 3, thus supporting the bias based
on linguistically meaningful combinations over a flat use of all perceived features.

Of the tested feature combinations, the robot’s perceived appropriateness was the
best predicting feature for Expressiveness and Interface, and it did well for Respon-
siveness, Overall, and Usability, too. The user’s emotional expression features predict
significantly better for Usability, and better also for Responsiveness and Expres-
sivenss than for Interface or Overall categories. The user’s gaze predicts significantly
better for Responsiveness and Usability than for Interface or Overall categories. This
can be considered natural, since gaze indicates the agent’s focus of attention and ori-
entation towards the partner. In our experiments, gaze is not a good predictor for Ex-
pressiveness, although this does not mean that it would not be so in general. Our gaze
annotations did not mark possible emotional signaling of eye-gaze, but the focus and
orientation of the user’s attention, so we can only conclude that these particular func-
tions of eye-gaze cannot be used to predict Expressiveness.

We also compared the selected feature-sets pair-wise within each of the five evalu-
ation categories, on their percentage correct values and weighted average f-measure
values using Weka’s experimental environment with two-tailed Student’s t-test. Table
6 shows visually the statistically significant differences between the highest (bold-
faced) and the lowest (italics) accuracy values within each evaluation category on the
confidence level 0.05.

For instance, to predict Expressiveness, the features related to the robot’s appropri-
ate response and the user’s emotional state are significantly better predictors than
gaze features alone. The result seems natural when considering the user’s experience
of the expressiveness of the interaction: as discussed above, observing where the us-
er’s focus of attention (gaze) is directed is not as relevant as the perceived behaviour
of the robot, or the user’s own emotional state. The appropriateness and emotional
state features also predict better than the two combination features, but the difference
here is not statistically significant.

The robot’s appropriate responses were better predictors also for the category In-
terface, compared with the features related to the user’s gaze, or the combination of
gaze with body movements and facial expressions. Considering the category Overall,
appropriateness of robot responses and the user’s gaze, body movement and facial
expressions (the dynamic interaction features) together predict the category better
than the perceived emotional state of the user. This is an acceptable conclusion since
the Overall category concerns interaction in general.

As for the categories Usability and Responsiveness, the situation is quite the oppo-
site. All the features and feature combinations seem to predict the categories in a simi-
lar manner, i.e. no feature stands out as a significantly powerful indicator of these
evaluation categories. Although for Usability, the user’s perceived emotional state
predicts fairly high, the difference is not statistically significant if compared with the
predictions of the other feature combinations. Responsiveness, on the other hand, has
fairly even predictions with all feature combinations, and it is particularly interesting
that the objective views of the robot’s behaviour (annotations for appropriateness) do
not seem to have any strong correlation with the user’s perception of the robot’s quick
and appropriate actions (as measured through the evaluation category). Either the



user’s perception does not correlate with the objective observations of the robot’s
behaviour, or the user’s evaluation of the robot’s appropriate actions does not depend
on how appropriate the actions really are. This opens up interesting discussions relat-
ed to the subjective and objective analysis of the interaction, as seen by an inside
participant vs. an outside observer: the participants experience an interaction in a way
that does not necessarily follow the outside observations of what seems to happens in
the situation.

5 Conclusions

We have studied the user’s multimodal behaviour and its impact on their evaluation of
interaction in spoken human-robot interactive situations. The results show how the
annotation parameters of multimodal behaviour can predict the user’s experience and
impressions of the success of the speech-based human-robot interactions, and we
found statistically significant correlations between the users’ multimodal activity and
their evaluation of the robot application.

The work contributes to our understanding of how the interlocutors’ engagement in
a communicative situation is related to their active participation in the interaction. Our
research also provides a preliminary set of multimodal features which have an impact
on communication and, consequently, can be used to predict the user’s evaluation of
an interactive application. The data used in our studies may not provide an exhaustive
feature set, but the results encourage us to go further to fully establish the hypothesis
of the use of multimodal behaviour in measuring interaction experience.

It is clear that human engagement, interest, and attention in interactive situations
are complex issues, and the number of multimodal annotation features needed for
accurate description is high. Future work will concern experimenting with larger in-
teraction data and refining the annotation features and feature combinations. An inter-
esting topic in this respect is also to investigate further the relation between subjective
experience and objective description of the interactive situation.

Another future line concerns the use automatic or semi-automatic methods to de-
tect the various multimodal features from the video and speech signals, and to calcu-
late correlations between multimodal activity and the user’s engagement in the inter-
action. It is possible to upload such a model into the robot’s behaviour library and use
it as an independent module that provides predictions of the user’s active engagement
in the interaction. From the point of view of interactive system design, such a model
can be used to enhance the robot’s understanding and anticipation of the human be-
haviour in interactive situations, and to study the combined effect of the user’s verbal
and non-verbal signaling on their engagement and experience of the interaction.
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