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Abstract The paper describes aspects of situated interaction when a humanoid robot
uses the WikiTalk system as a spoken language dialogue interface. WikiTalk is a
speech-based open-domain information access system that enables the user to move
around Wikipedia from topic to topic and have chunks of interesting articles read
out aloud. The interactions with the robot are situated: they take place in a particular
context and are driven according to the user’s interest and focus of attention. The
interactions are also multimodal as both user and robot extend their communicative
repertoire with multimodal signals. The robot uses face-tracking, nodding and ges-
turing to support interaction management and the presentation of new information
to the partner, while the user speaks, moves, and can touch the robot to interrupt it.

1 Introduction

Spoken interactive systems have so far usually been atemporal and unrelated to the
situation in which the interaction takes place: interaction management is the same
for all users and all situations, while situated references such as pronouns (I, you),
location (here), and time (now, tomorrow) are managed with built-in roles of the
speakers, GPS-system, and the computer time. Humanoid robots are well suited to
take advantage of environments designed by people: their sensors, signal detection
and reasoning processes can furnish them with situationally appropriate behaviour
and robust autonomous control. Interactions with this kind of robot are ”situated”
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in the sense that the agent’s reasoning process and communication depend on their
relation to the real world: they take place in a dynamically changing world, and the
interactions cannot be scripted or totally specified in advance.

WikiTalk [13, 18] is an open-domain information access system that enables the
user to search for interesting Wikipedia articles and have chunks of them read out
aloud. The system allows the user to navigate among the interesting articles in a
manner similar to web-browser interaction: the user follows links to get more infor-
mation about particular topics. Compared to common task-based spoken dialogue
systems, WikiTalk interactions are situated in that they always occur in a particular
situation with a particular user: it is not possible to specify the possible interactions
in terms of task items or fixed information domains since it cannot be known in ad-
vance what the user is interested in and what topics the user wishes to discuss. The
unstructured nature of the user searches through Wikipedia makes the interactions
also depend on the user’s own interest and preferences and the robot partner should
pay attention to the user’s interests and be aware of the user’s level of interest and
understanding through the multimodal signals that the user emits.

Furthermore, the humanoid form of the robot allows intuitive communication
patterns to emerge between the human and the robot. Although complete likeness
of robots to humans has been a matter of much discussion (especially in connection
to the Uncanny Valley and android robots), it is outside the scope of our present
work. However, it is interesting to note that WikiTalk’s capability to interact in a
more human-like manner creates interest and enthusiasm in the users [1], and points
to potential benefits of this type of interface.

The paper is structured as follows. The next section summarizes related work.
Section 2 describes our approach to providing spoken information from Wikipedia
on demand, and discusses multilingual issues in using Wikipedias for different lan-
guages. Section 3 discusses the situated interactions that arise when the information
access system is embodied in a humanoid robot. Conclusions and future work, in-
cluding a discussion of evaluation methodology, are presented in Section 4.

1.1 Related Work

The efficient use of multimodal information in human-human conversation is well
documented (see [5] for a summary). In connection with multimodal intelligent and
interactive agents, the notion of affordance refers especially to the agents’ commu-
nicative capability [9]. In order for the interaction be natural and readily available for
the user, the agent is expected to show a capability for natural language communi-
cation, including multimodal signalling. In the context of human-robot interaction,
Fujie et al. [6] argue that communication efficiency can be improved by combining
linguistic and paralinguistic information. Bohus and Horvitz [2] have demonstrated
the use of multimodal signalling in multiparty conversations where the participants
enter and leave the interactive situation freely (the interaction is with an animated
agent, not with a robot agent).

Proceedings of 5th International Workshop on Spoken Dialog Systems 
Napa, January 17-20, 2014

162



Situated Interaction in a Multilingual Spoken Information Access Framework

Galibert et al. [7] present the RITEL-system, an open-domain question answering
system that integrates spoken language dialogue so that the user can ask general
questions and refine the search interactively. The language models have been created
on the basis of various newspaper, TV and radio news resources, while the domain is
purpose built for the project and contains various topics such as history, geography,
literature, movies, arts, sciences etc. The system includes specific entity recognition
models, a dialogue manager, and a natural language generation system. Compared
with WikiTalk, the Ritel domain is restricted to the collected text corpora and the
goal is to enhance a simple question-answering system with dialogue capability.
While the notion of ”open-doman” refers to a wide variety of different topics that
a system can understand and talk about, the Ritel dialogues deal with predefined
sets of topics. By contrast in WikiTalk the domain is truly open as it uses Wikipedia
which is dynamically being expanded every day.

Misu and Kawahara [15] describe Dialogue Navigator for Kyoto City, a question-
answering system that uses web information such as Wikipedia to provide interac-
tive guidance for the user. The system uses language technology tools to search for
relevant documents related to the user query, and to extract an appropriate answer
from them. The method is also used in reverse to formulate system-initiative ques-
tions that can be used analogously to WikiTalk’s ”Did you know?” questions. The
question answering techniques and summarization techniques that give a summary
of a Wikipedia article to the user (instead of reading it as is) are used to enrich
the interaction model and increase the agent’s capability to manage mixed-initiative
conversations. This kind of enhancement of the dialogue model allows the main
topic to be quickly presented to the user, who can then continue either by deepen-
ing the same topic or changing to a new one. Various issues related to rational and
cooperative interaction between humans and intelligent computer agent thus appear
as relevant questions of how the interaction model is built.

The Spoken Wikipedia project is a WikiProject (http://en.wikipedia.
org/wiki/Wikipedia:WikiProject_Spoken_Wikipedia) that aims to
produce recordings of Wikipedia articles being read aloud. A significant advantage
of this approach is that it is capable of producing very high-quality spoken versions
of selected Wikipedia articles. However, it is intrinsically limited to selected articles:
a spoken version of an article cannot be provided immediately on demand.

2 WikiTalk Spoken Information Access

WikiTalk [13, 18] is a spoken dialogue system that provides information from Wiki-
pedia articles on demand. The quality of the information in Wikipedia is so high
that being able to access it quickly and easily is an important extension of human
cognitive capabilities. We consider WikiTalk to be an open-domain system because
Wikipedia covers an extremely wide and unrestricted range of topics. However, we
acknowledge that the content is encyclopedic and descriptive in nature, and poorly
suits procedural questions such as how to bake bread.

Proceedings of 5th International Workshop on Spoken Dialog Systems 
Napa, January 17-20, 2014

163



Niklas Laxström, Kristiina Jokinen and Graham Wilcock

WikiTalk is multilingual in nature, because it can work in any language having
a Wikipedia, even though it currently is implemented only in English. However,
existence of a Wikipedia in a language is just a starting position: one problem for
research is how to handle the variation in the way of presenting information between
different language Wikipedias. Issues in multilingual information access with Wiki-
pedia are discussed further in Section 2.1.

Although WikiTalk provides information access it is not designed as a question
answering system [18]: a difference is that we use the user’s inputs to find what
topic the user is interested in, then chunks of the article about that topic are spoken
to the user with minor adjustments. WikiTalk follows the user’s changing interests
by using hyperlinks from the Wikipedia articles to manage smooth topic shifts. As
well as user-initiated topics, the system can also suggest new topics using the daily
“Did you know?” and “On this day” items in Wikipedia.

WikiTalk was first developed using a robotics simulator [11, 12] and was subse-
quently implemented on the Aldebaran Nao humanoid robot at the 8th International
Summer Workshop on Multimodal Interfaces (eNTERFACE 2012). The system on
the robot was significantly extended with face-tracking, nodding and gesturing to
support interaction management and the presentation of new information to the
partner [4, 8, 14]. Practical issues that arose in situated interaction with the robot
are described in Section 3.

At the summer workshop a corpus of videos of user trials of the system was
collected in order to evaluate different system versions. The data contains videos of
human-robot spoken interactions in which the robot uses gestures, nods and other
multimodal signals to give expressive presentations of information to the user. The
corpus (eNTERFACE 2012 Nao-Human Interaction Data) is available for research
purposes by contacting the authors. The user trials and their related questionnaires
were also used for the evaluation of WikiTalk, which is described in Section 4.1.

An intelligent Wikipedia agent requires a model of attention (what is currently
salient) and intention (next dialogue act) for extending the communicative intention
with pragmatic factors that determine what intonation contours and gestures are
appropriate in its linguistic realization. This includes the theme (information that is
grounded) and the rheme (information yet to be grounded) marking of the elements
in the composite semantic representation. Text is generated and pitch accents and
phrasal melodies are placed on generated text so that the realizer is able to synthesis
the correct surface form, and the appropriate intonation. The social Wikipedia agent
thus needs to learn to distinguish between two tasks: either the user shows interest
and allows the system to continue on the current topic, or the user is not interested
in the topic and the system should stop or find some other topic to talk about.

The conversational capability of a Wikipedia agent aims to be verbose and to be
able to initiate topics which may get the user engaged in the conversation. The sys-
tem checks Wikipedia for some interesting topics (using for example Wikipedia’s
“On this day” and “Did you know” sections), and suggests randomly some of these
topics for the user. The user may be interested in hearing more about the particular
topic in which case the user is likely to say “Really?” so as to implicitly invite the
system to talk more about the topical issue. The user may also pick up some relevant
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concept in the presentation, and by using this as a keyword, explicitly ask for more
information about the particular topic. The system therefore uses all the Wikipedia
article’s linked concepts as expected utterance topics that the user is likely to pick up
as the next interesting topic and thus the robot can anticipate the course of the con-
versation. The processing of the Wikipedia articles is based on the Topic-NewInfo
distinction in that the introduced article, e.g. Shakespeare, is the topic and what-
ever is said about him will be a piece of new information (NewInfo) that is novel
to the user, and the user may make this NewInfo the topic when continuing on her
next turn. Once one of the NewInfos has been selected as the new topic, the same
procedure continues.

2.1 Multilingual Spoken Information Access

The Internet and digital information have brought in new paradigms for communi-
cation, and we now easily interact via new applications such as Facebook, Twitter,
YouTube, Wikipedia and other Wikimedia-related initiatives. Basically the impact
on language communities has been of two types: on the one hand, people who speak
different languages are brought together through various social media platforms,
and on the other hand, the information need is covered online from collaboratively
edited material such as Wikipedia.

The versions of WikiTalk mentioned in Section 2 have spoken interaction in
English and provide information from English Wikipedia. However, the range of
languages that have a Wikipedia is growing, and the range of languages that have
speech recognition and speech synthesis components is also growing. The essential
requirements for creating a WikiTalk system for a particular language are:

• A version of Wikipedia in the language
• A text-to-speech system for the language
• A speech recognition system for the language

Different language Wikipedias are independent projects which adapt content and
practices from each other. Currently we can use certain sections like the “Did you
know?” section of the main page of the English Wikipedia, but there isn’t a standard
way to fetch them in different languages and those sections might not even exist.
There is a feature called feature feeds which works almost in the same way in all
languages, but so far it is not widely adopted across Wikipedias.

Multilingual and multicultural issues also come up when the information is pre-
sented by a humanoid robot. The gestures, the length of pauses in the speech, and
the formality of commands and utterances need to be evaluated with native speakers
from each language community.

Technical issues must be solved to provide an interoperable architecture which
makes it easy to replace the language technology components to support another
language. New components can use different technologies and have different ap-
plication programming interfaces. To ensure support for many languages, we must
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support Unicode character encoding. There is a process to start a Wikipedia in a sign
language, but sign languages are not in scope at this point of time.

The Wikipedia content must be preprocessed before speech synthesis. We start
with HTML markup of a rendered article. From that we must remove elements
which are not part of the main text like infoboxes, images and different kinds of
notices that editors have left for other editors. We must also remove elements that
break the flow of the text like footnotes or text in parentheses at the beginning of
articles which commonly contain tips for pronunciation or the name of the topic
written in different languages. We also need to modify the text so that characters not
understood by the speech synthesizer are not present. Finally we split the input into
suitable sized chunks. Different language versions of Wikipedia have different con-
ventions for references, infoboxes and other markup. Multilingual WikiTalk needs
to be prepared to handle these differences for each language, in addition to using
speech recognition and synthesis modules for different languages.

3 Situated Interaction

This section describes issues in situated and embodied interaction that arise when
a spoken information access system like WikiTalk is implemented on a humanoid
robot like Nao.

We implemented a Nao Manager component [4] that is capable of registering
and listening to events that occur either on the outside of the system, or within the
system. Examples of events within the system are currently related to the speech
synthesis of the robot, and include:

• The start of new paragraph within the text
• The existence of a hyperlink within the text
• The end of a sentence within the text
• The end of a logically coherent part of the text (for example, the end of a para-

graph or a topic)

Examples of events outside the system are primarily related to the user’s actions,
and include:

• The user’s proximity to the robot’s sonar sensors
• The user touching one of the tactile sensors on the head of the robot

We first summarize a number of practical experiences in managing non-verbal
interaction. We then briefly describe one of the key challenges in synchronizing
gestures and speech.
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3.1 Non-Verbal Interaction

Non-verbal aspects of situated interaction with the Nao implementation of WikiTalk
are reported in [8]. Some of the key points are summarized as follows.

Face Detection and Face Tracking

Face detection can be a trigger for starting a conversation. It needs to be done in
real-time with less than a second between adjacent frames [3], as it locates the target
which the robot should face towards when face-tracking is active. The Nao robot has
pre-built face-tracking based on the Viola-Jones algorithm [17].

When face-tracking is combined with other modules that send commands to the
same motor, the head movement can become jerky due to conflicting signals. This
problem was overcome by deploying the conflicting modules into separate threads
using multi-threaded programming techniques which unsubscribed the modules that
may send conflicting commands leaving only one module running at a time and re-
subscribed them when the motor completed the current task.

Head Nodding and Shaking Detection

The face detection module writes the face position parameters to internal memory.
By comparing the coordinates in adjacent frames, vertical head movement (nodding)
and horizontal head movement (shaking) can be measured. Head movement not only
shows if the person agrees or disagrees by nodding or shaking their heads, but also
helps to understand the communication better [16].

Sonar Sensors and Conversational Triggers

The Nao robot has two chest sonar sensors which can be used to detect the distance
from an object. By comparing changes of adjacent frames, the presence of an object
can be detected. Face detection can then be used to check if it is a person, and initiate
a conversation. Equally, the disappearance of a face can be a sign to stop.

Speech direction detection can also be used as a conversation trigger. When a
sound whose intensity is over the background noise level is detected, it may mean
that a person wants to start a conversation. The Nao robot has a microphone array
to measure the intensity of speech and estimate the direction of sound.
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Interruption Mechanisms: Tactile Sensors and Object Recognition

In case the robot talks too much or starts on the wrong topic, it is important to have
an easy way to interrupt it. Nao provides three sets of major sensors which can be
used as interruption mechanisms: video cameras, tactile sensors and sonar sensors.

Nao has a static object recognition module which can be used to detect a pre-
learnt object with its cameras. This method was tried, using a palm gesture in front
of the robot as an interruption signal. However, experiments showed that the visual
detection accuracy depends highly on the lighting environment and was not robust
enough. Another method was tried, using the sonar sensors to detect the palm ges-
ture. However, this conflicted with hand gestures made by the robot itself, which
could trigger the interruption by mistake. Finally, Nao’s tactile sensors were used,
which provide a more robust way to interrupt the robot. When the interlocutor wants
to switch to a new topic, he or she can simply touch the robot on his head.

Measuring the Best Distance Range between Human and Robot

Knowing the best communication distance range between the human and the robot
can help in deciding how much room should be left for the interlocutor and setting
parameters for the initial position. In a set of experiments, people moved freely and
found the most convenient position to talk to the robot. The distance changes were
recorded using the sonar sensors when the interlocutor interacted with the robot.
Details of this and other non-verbal interaction factors are given in [8].

3.2 Integrating Speech and Gesturing

Issues in integrating speech and gesturing in the Nao implementation of WikiTalk
are reported in [4, 14]. This work had two main goals:

• Goal 1: Extend the speaking Nao with hand gesturing that will enhance its pre-
sentation capabilities.

• Goal 2: Extend Nao’s turn-management capabilities using non-verbal gestures.

We distinguish the preparation, stroke and retraction phases of a gesture. For ges-
tures accompanying speech the most difficult challenge is to align the stroke phase
of beat gestures with the words expressing the new information. As intonational
information for the synthesized speech cannot be predicted in advance for newly-
generated sentences, we approximate by finding the average number of words ahead
that the gesture synthesis should be triggered so that the stroke phase will probably
coincide with the new information word. This number is calculated from the gesture
duration and the length of the sentence to be spoken.
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Similarly we use the punctuation and structure (new paragraph, sentence end,
paragraph end) of Wikipedia texts to time the turn-management gestures. The timing
of these gestures is mostly perceived as acceptable.

Fig. 1 Nao’s Multimodal Interaction Manager, from [14].

Figure 1 provides an overview of Nao’s Multimodal Interaction Manager (MIM).
Further details are given in [14]. Briefly, Nao Manager passes user inputs to the
MIM for processing. MIM obtains Wikipedia content and structural details of the
topic from Wikipedia Manager, and passes them to Gesture Manager, which selects
a gesture from the Gesture Library using the discourse context. The gesture timing
is calculated using its duration parameter so that the gesture tag can be inserted
into the verbal context at the appropriate place in order to synchronize the gesture
with the speech. Nao Text-to-Speech Synthesizer produces the verbal expression,
and Gesture Synthesizer produces the gesture under the control of Nao Movement
Controller.

4 Conclusions and Future Work

We described WikiTalk and discussed multilingual aspects of processing Wikipedia
articles for spoken information systems. The paper focussed mainly on practical ex-
periences of situated interaction gained from implementing an open-domain spoken
information access system on a humanoid robot.
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WikiTalk is designed for multilingual interaction and for interactive situations
where it can use the partner’s own language to interact with the partner and to talk
about open-domain topics. In an ongoing project, the framework will be applied to
minority language contexts to improve visibility and raise interest in using these
languages, in this particular case the Sami language.

4.1 Evaluation Methodology

The evaluation of the first version of Nao Wikitalk took place at eNTERFACE 2012
and is reported in [1]. Based on the methodology of [10], a web-based questionnaire
was filled in twice by the users: once before the interaction to record the user’s
expectations about the system, and once after each interaction to record the user’s
experience with the system. The questionnaires were compared and the results show
that Nao WikiTalk succeed in exceeding the users’ expectations in liveliness and
expressivenss of the interaction, while the general usability of the robot did not
reach the original expectations. This is largely due to the weak synchronization of
speech and gesturing as well as problems with the speech recognition.

An important future topic is the methodology of system evaluation. The tradi-
tional task-based metrics to measure efficiency and usability of a system are not
directly applicable since the WikiTalk type of conversational systems do not have
a particular task with clear success criteria, or to put it in other words, the task is
so trivial (to provide information) that it easily succeeds given the user’s speech in-
put can be understood. Although efficiency of the algorithms, user satisfaction, and
quality of service are still important concepts, the important property of the system
is to “keep the channel open”, to try to engage the user in conversation by providing
interesting information. This requires the notions of usability and user satisfaction
to be redefined: it is not enough to measure efficiency of interaction or to assume
that providing information quickly will satisfy the user needs. Instead, the question
focuses on how to keep the user actively involved in the interaction by providing
interesting information and creating trust that the system takes the user’s needs and
interests into account. Usually the user’s positive experience of the conversation can
be related to their own active role in the interaction: the participants speak, laugh,
gesture, etc. and they are willing to continue the interaction. The evaluation of the
system is thus related to such concepts as conversational activity and user engage-
ment, i.e. how to best measure the user’s experience.
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