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Abstract. As manual annotations are notoriously time- and resource-consuming
there is great interest in developing automatic annotation tools. We explore how
well automatic annotations of head nodding compare with those made by humans.
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Introduction

This paper concerns multimodal annotation of communicative gesturing in videos of
conversational dialogues, in particular head movements (nods). Head movements are
just part of the information that needs to be annotated: hand gestures [1], body posture,
eye gaze and the spoken words must also be analysed and annotated in order to use the
video clips for multimodal communication research. Though nods have fairly universal
functions (giving feedback, pointing to a referent, giving rhythm), their form and
meaning are influenced by the conversational and social context, and their appropriate
interpretation requires that the speakers’ roles and the activity they are engaged in, are
taken into account in a given culture. For instance Toivio and Jokinen [2] distinguished
two different types of Finnish feedback nodding, and Navarretta et al. [3] compared
nodding as a feedback signal in three language communities and noticed that there are
significant differences in the frequency and type of nodding between Danish, Finnish
and Swedish speakers.

However, manual annotation is slow and resource-consuming, and automated
annotation aids could speed up the process. Moreover, important issues concern
recognition and segmentation of the communicatively relevant elements (as discussed
in [4]), and automatic annotation can provide a methodologically valuable perspective
by defining an objective starting point for segmentation and analysis.

1. Data and method

The ANVIL face tracker plugin [5] creates annotations for head movements. Although
the plugin needs human post-processing it reduces the annotation time, which increases
productivity. To evaluate its usability in practical work, we used four videos from the
Finnish part of the First-Encounter Video Corpus [3]. The videos are interactions
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between people who have never met before, and the task was simply to get to know
each other. The conversations were collected in Danish, Swedish, Finnish, and
Estonian, in order to produce a comparable dataset of the same activity for the purpose
of intercultural communication studies.

The Finnish videos were recorded using three stand mounted Sony HDRXR550V
cameras with three external Sony ECM-HW2 wireless microphones. They provided
1920 x 1080 High-Definition (HD) video quality. For manual annotation and analysis,
however, the raw videos were converted to Xvid and Cinepak formats and resized to
640x320 pixels, so as to enable ANVIL annotation (ANVIL works best with the lower
quality codec). This did not affect the quality of manual annotations.

We used videos from three individuals, one male and two females. The videos are
frontal views (see Figure 1), so as to get maximum face visibility. The videos are about
six minutes long and have about 11,000 frames. The videos were first annotated by a
human annotator using the ANVIL software [6] according to the MUMIN/NOMCO
annotation scheme [7]. In this study we focus especially on head movements (Table 1).

Table 1 Annotation features for head movements.

Type Value

Head movement

Nod down
Nod up
Turn sideways
Tilt
Backward
Forward
Waggle
Shake
Other

The automatic face tracker plugin for ANVIL [5] uses the OpenCV face detection
algorithm based on Haar features. The tracker is able to recognize faces from the video
stream. It creates annotations for the velocity and acceleration of head movements, if
movement across the video frames is detected or if a change in velocity is detected
(start and end of a movement). The user controls the face tracker with three parameters:
how many frames to analyse at a time, and to set horizontal and vertical thresholds for
the analysis.

The  default  settings  of  the  face  tracker  (10  frames  for  analysis,  threshold  10  for
velocity and acceleration) did not produce reasonable results, and we decided to run the
face tracker with the settings of 7 for frames and 7 for thresholds (see [5] for more
details on the settings). The automatic tracker was run through the same videos using
velocity and acceleration as the basis for the detection.

Figure 1 A snapshot of a Finnish video showing  frontal views of the two speakers interacting with each other.



2. Results

In the four videos, the human annotators distinguished 345 head movements while the
face tracker distinguished 993 tokens for velocity and 3,767 tokens for acceleration.
However, these numbers give only a rough estimate. One manual annotation can
contain several quite short automatic annotations during its span. This is due to change
of speed of the movement. A continuous movement can consist of accelerations and
decelerations which result in separate annotation elements. Also, the start and end of a
movement result in separate accelerations, so acceleration numbers should be divided
by 2 when counting gestures. Table 2 shows absolute frequencies of the attributes as
well as frequencies normalized with respect to the video length.
Table  2 The distribution of manual annotations and automatic annotations of velocity and acceleration for
head movement for each video file. Acceleration frequencies are estimated (i.e. N is halved: N/2s), for an
easier comparison with manual and velocity values.

Video Head movement Velocity Acceleration
N N/s N N/s N N/2s

04a 78 0,18 190 0,45 522 0,62
07b 54 0,15 59 0,16 1801 2,42
08a 120 0,32 344 0,92 473 0,64
08b 93 0,27 400 1,17 971 1,42

We extracted a frame-based count for each video and compared the timings of
manual annotations and those produced by the face tracker. Table 3 shows the number
of recognized elements in the four videos with precision scores (manual gesture
elements correctly recognized by the automatic tracker) for each gesture annotation tag.

Table 3 Manual and automatic annotations for 4 videos.  Precision: Velocity 73%, Acceleration 66%.

Gesture Manual annotation Velocity Acceleration
NodDown 149 110  (74%) 108  (72%)

NodUp 42 15   (36%) 27   (64%)
TurnSide 40 29   (73%) 27   (68%)

Tilt 57 35   (61%) 29   (51%)
HeadBackward 27 18   (67%) 14   (52%)
HeadForward 21 17   (81%) 18   (86%)

Waggle 12 11   (92%) 8   (67%)
HeadOther 3 2   (67%) 1   (33%)

Total 351 237  (73%) 232  (66%)

3. Discussion

The face tracker detected certain movements better than others. It detected down nods
fairly well in all videos, also side turns, head forward, and waggle. Up nods were more
difficult to detect, and might have been mixed with head backward movement. In some
cases the tracker detected movement when there was none. Although the detection can
be adjusted and improved by the threshold settings, non-existing elements are
problematic for the automatic tool. Several factors may contribute to this predicament.
The faces were not directly looking at the camera but were partly sideways, and also
the facial area in the video is relatively small and may not be rectangular, which makes
it more difficult to select a 'good' area for the hue template. If the selected region is
very small, the range of skin hue pixel representations does not accurately represent the
entire face. On the other hand, if the selected region is bigger than the face, then



background hue information will make the template inaccurate. A possible solution is
to allow the user to freely select the initial tracking region instead of using a rectangle.

We observed that the probability values for static background objects change during
the video. For non-static objects the changes are larger, which makes the tracker move
the search window and gives the impression of a movement. This can be caused by
changes  in  lighting  when recording,  as  well  as  by  lower  video quality.  Increasing  the
detection threshold would solve this problem, but then actual movements which are
small (for example very slow movements) would not be detected.

Another problem with face tracking was that other objects in the video had a similar
hue to the face. Increase in the saturation threshold could improve the results, but
unfortunately it appeared that in the videos the skin hue saturation is also quite low, so
increasing the threshold will not solve the problem. The situation is worse if the
speaker’s clothes have a similar hue: the tracker usually moved to the body region, or
focused on something in the background instead of the interlocutor.

4. Conclusion
The results imply that the face tracker is good at detecting some movements but is

prone to mis-detecting other movements and in some cases it found movement when
there was none. Some problems were identified concerning the hue of the object being
similar to the background colour. Changing the detection threshold can improve the
results, but this is a trade-off since it also prevents small movements being detected.

The face tracker is integrated in ANVIL as a plugin. Despite the problems, such a
plugin is of great help in multimodal analysis, since manual annotation requires trained
annotators and takes a long time. Moreover, as discussed automatic annotation can also
bring more objectivity and a methodologically valuable starting point for the analysis
and interpretation of the elements by defining their existence and dimensionality.

To combine top-down and bottom-up analysis of dialogues, it is possible to compare
the linguistic-pragmatic annotations with the activity peaks of multimodal signals and
calculate correlations between the modalities and between the two analytic approaches.
Some discussion along these lines is found in [8].
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