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Towards Cloud-based Speech Interfaces for
Open-Domain CogInfoCom Systems

Graham Wilcock and Kristiina Jokinen

Abstract—A web browser accessing Wikipedia is a classic ex-
ample of an open-domain CogInfoCom system, providing instant
high-quality information about any topic, and thereby extending
human cognitive capabilities. The WikiTalk system provides an
alternative spoken dialogue interface to Wikipedia. By imple-
menting WikiTalk on humanoid robots, the robots become open-
domain CogInfoCom systems, capable of instantly talking about
any topic. This capability for ”open-domain talking” can be
useful for different applications, such as serving as conversational
companions.

The WikiTalk system does not currently implement a parallel
capability for ”open-domain listening”. However, in view of recent
advances in cloud-based speech processing, the paper proposes
steps towards open-domain listening that combine anticipated
progress in open vocabulary speech recognition with recent
developments in named entity recognition, where Wikipedia is
now used as a dynamically updated knowledge source instead
of fixed gazetteer lists. The paper proposes that Wikipedia-based
open-domain talking and open-domain listening will be combined
in a new generation of cloud-based open-domain CogInfoCom
systems.

I. INTRODUCTION

A new view of the role of information and communication
technologies has appeared, in which they are primarily seen as
extending human cognitive capabilities. This is the cognitive
infocommunications (CogInfoCom) view [1].

Infocommunication systems that extend human cognitive
capabilities (CogInfoCom systems) may be specialist systems
that provide advanced expertise on a specific problem or
question. On the other hand, there are CogInfoCom systems
that produce a more general all-round cognitive extension
by giving immediate access to high quality information on
wide-ranging or unrestricted topics. These are open-domain
CogInfoCom systems.

A very familiar example of the merging of information and
communication technologies is a web browser, that runs on a
computer (information technology) and connects to the Internet
(communication technology). When the web browser is used to
access Wikipedia, we get a classic example of an open-domain
CogInfoCom system. Wikipedia provides massive amounts of
high-quality information about almost any topic, and the web
browser provides instant access to this information. Thanks to
the ease and speed of this open-domain CogInfoCom system,
it is used by millions of people all over the world every day to
extend their cognitive capabilities when dealing with whatever
questions they need to deal with.
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This paper focusses on how to make progress towards open-
domain CogInfoCom systems that can serve as conversational
companions. This means that the systems must be capable of
talking about any topic that the user introduces. We meet this
requirement by using Wikipedia as a knowledge source, be-
cause the range of topics covered by Wikipedia is unrestricted
and is continuously growing. In addition, because Wikipedia
is a collaborative wiki it is constantly updated.

The most famous open-domain dialogue system was, and
still is, ELIZA [2]. ELIZA could maintain an on-going dia-
logue, with no restriction on the topics that the user might
care to mention. However, this was possible precisely because
ELIZA did not use any domain knowledge about anything.
Moreover, the user soon noticed that the dialogues lacked a
goal and coherence: the system could maintain the dialogue
for only a few turns and there was no global coherence or
structure in the replies.

Recently, a new breed of question-answering (QA) systems
have appeared [3] that are open-domain in the sense that the
user can ask a question about any topic. The most famous of
these new QA systems is IBM’s Watson [4]. Open-domain QA
systems use question classifiers, search engines, ontologies,
and answer extraction techniques. However, the basic aim
of QA systems is to give the correct answer to a specific
question, for example, ”Q: What is the capital of Lorraine?
A: Metz.” This means that QA systems are not intended to be
conversational companions.

Wikipedia has been used by question-answering systems,
as described for example by Buscaldi and Rosso [5]. Their
QA system has a question type taxonomy and uses Wikipedia
”category” entries (for example Category:Fruit) as a kind of
ontology. Their main aim is to use Wikipedia for validation of
answers, not as a knowledge source for conversations.

Efforts have been made to make QA systems more inter-
active by combining them with aspects of a spoken dialogue
system. For example, in the Ritel system [6] the QA system
has a capability to ask clarification questions about the user’s
question. Different approaches to Interactive Question Answer-
ing are reviewed by Kirschner [7].

Although these more interactive developments have brought
QA systems closer to dialogue systems, the aim of a QA
system is still to find the correct answer to the question, not
to hold a conversation about the topic.

A notable exception is the WikiTalk system, that can be seen
from two points of view: like a QA system as an ”open-domain
knowledge access system” [8], and like a conversational dia-
logue system ”for talking about interesting topics” [9].

The WikiTalk system is based on Wikipedia, which it
accesses dynamically via the web. By using Wikipedia as
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its knowledge source instead of a finite database, WikiTalk
is open-domain, unlike traditional closed-domain dialogue
systems. By using sentences and paragraphs from Wikipedia,
the system is able to talk in a conversational manner about the
topic introduced by the user, thus differing from a traditional
QA system.

In this paper we describe a web-based approach to spoken
dialogues following the WikiTalk example. The contributions
of the paper lie in the three features of the system: (1)
the dialogue system is open domain and (2) the system can
maintain the dialogue on the topic that interests the user, and
(3) the system can take initiative and suggest new interesting
topics to the user.

The paper is structured as follows. Section I reviews re-
cent progress in open-domain question answering systems.
Section II addresses ”open-domain talking”, describing the
Wikitalk system and its Wikipedia-based approach to enabling
spoken dialogue systems to talk about open-domain topics.
Section III addresses ”open-domain listening”, summarizing
recent advances in web-based speech processing, and describ-
ing recent developments in named entity recognition that use
Wikipedia instead of fixed gazetteer lists. It is proposed that
these methods can be combined to enable Wikipedia-based
talking and listening for open-domain spoken dialogues.

II. OPEN-DOMAIN TALKING

Alice (http://www.alicebot.org/) is a chatbot personality that
provides interactive features for chat bot applications on web-
site or mobile app. It is based on the Artificial Intelligence
Markup Language (AIML) standard, and its new version is
designed specifically for mobile devices such as handsets and
tablets. However, the limit of the Alice framework is that
it requires a hand-tailored database on the basis of which
interaction takes place. Although the chatbot applications may
sound fairly free and natural, they still require manually built
domain models and question-answer pairs for the smooth
operation.

The application domain that we envisage in this paper
is not a fancy chatbot that provides clever answers on a
predefined domain but rather a serious dialogue system which
has extended its cognitive capability with internet knowledge.

On the other hand, research with Embodied Conversational
Agents (ECAs) has especially brought forward multimodal
interaction, focussing on the different types of multimodal
signalling that are important in human-human natural conver-
sations, and which are also necessary when supplying natural
intuitive communication models for interactions between hu-
mans and ECAs [10], [11].

A. Wikipedia-based Talking
WikiTalk follows the user’s changing interests by using

hyperlinks from the Wikipedia articles to manage topic shifts.
As well as user-initiated topics, the system suggests new topics
using the daily ”Did you know?” items in Wikipedia.

In order to support open-domain dialogues, the dialogue
control model in WikiTalk is different from closed-domain
systems. Interaction is controlled by finite-state transitions, but

the states are not linked to specific domain-related items such
as ”get departure day” or ”get destination city”. Instead, the
states manage the flow of interaction with the user, especially
topic-tracking and topic-shifting. This approach makes it pos-
sible for a finite number of states to manage dialogues with
an infinite number of topics. A state transition diagram from
[8] is shown in Figure 1.

When a new topic is selected, the system gets the text for the
topic from Wikipedia and divides it into chunks (paragraphs
and sentences) suitable for spoken dialogue contributions. The
system then manages the presentation of the chunks according
to the user’s reaction. If the user asks for more, or otherwise
shows some interest in the topic, the system continues with
the next chunk. At the end of each chunk about a given topic,
the user can ask for the same chunk to be repeated, or can ask
to go back to the previous chunk about the current topic. The
user can also interrupt the current chunk without listening to
it all, and ask to skip forward to the next chunk on the same
topic.

When the system is interrupted, it stops talking and ex-
plicitly acknowledges the interruption by saying ”Oh sorry!”
and waiting for the user’s input. The user can then tell it to
continue, to go back to an earlier chunk, to skip forward to
the next chunk, or to switch to a new topic.

An implementation of the WikiTalk system on the NAO
humanoid robot is described by Csapo et al. [12] and a
video showing a Wikipedia-based open-domain human-robot
spoken dialogue can be seen at https://docs.google.com/file/d/
0B-D1kVqPMlKdOEcyS25nMWpjUG8.

This implementation includes multimodal communication
features for the robot, especially face-tracking and gesturing,
which are integrated with the spoken conversation system. The
robot needs to know whether the human is interested or not in
the topic, and the human’s proximity and gaze are important
for this. Face-tracking is used to provide gaze information
which is integrated in the interaction management. The robot
also combines suitable nodding, gestures and body language
with its own speech turns during the conversation.

In this paper, we describe how Wikitalk-type conversations
can be enabled in a web-based framework, with possible
applications being dialogue systems embedded in mobile ap-
plications. In this respect the web-based WikiTalk system is
similar to Apple’s SIRI type personal assistant and knowledge
navigator. The web-based WikiTalk also uses a natural lan-
guage user interface and delegates utterances to a set of web
services through which the traditional dialogue management
is performed. However, the main goal and application domain
of WikiTalk is different from that of Siri: WikiTalk aims to
maintain interesting chat with the user, and to provide answers,
recommendations for interesting topics, and natural interaction
so as to enable experimentations with various types of complex
conversational systems, and also to provide a teaching tool for
teaching design and evaluation of conversational systems.

B. NewInfos and Smooth Topic Shifts
An intelligent Wikipedia agent requires a model of attention

(what is currently salient) and intention (next dialogue act) for
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Fig. 1. Dialogue control in WikiTalk. Diagram from [8].

extending the communicative intention with pragmatic factors
that determine what intonation contours and gestures are
appropriate in its linguistic realization. This includes the theme
(information that is grounded) and the rheme (information yet
to be grounded) marking of the elements in the composite
semantic representation. Text is generated and pitch accents
and phrasal melodies are placed on generated text so that the
realizer is able to synthesis the correct surface form, and the
appropriate intonation.

The social Wikipedia agent thus needs to learn to distinguish
between two tasks: either the user shows interest and allows
the system to continue on the current topic, or the user is not
interested in the topic and the system is better to stop or to
find some other topic to talk about.

The conversational capability of a Wikipedia agent aims
to be verbose and to be able to initiate topics which may
get the user engaged in the conversation. The system checks
Wikipedia for some interesting topics (using for example
Wikipedia’s ”On this day” and ”Did you know” sections), and
suggests randomly some of these topics for the user.

The user may be interested in hearing more from the
particular topic in which case the user is likely to utter ”really”
so as to implicitly invite the system to talk more about the
topical issue. The user may also pick up some relevant concept
in the presentation, and by using this as a keyword, explicitly
ask more information about the particular topic. The system,
then, can actually use all the wiki-article’s linked concepts as
expected utterance topics that the user is likely to pick up as
the next interesting topic and thus the robot can anticipate the
course of the conversation.

The implementation of the Wikipedia articles is based on
Topic-NewInfo distinction in that the introduced article, e.g.
Shakespeare, is the topic and whatever is said about him will
be a piece of new information (NewInfo) that is novel to the
user, and the user may make this NewInfo the topic when

continuing on her next turn. Once one of the NewInfos has
been selected as the new topic, the same procedure continues.

From the dialogue management point of view, the system
always has a set of concepts that it expects the user to continue
the topic with, in case the user is interested in the interoduced
topic. If the user is not intersted in the topic, the user may say
something else which, as a new element in that context, will
gain importance in the context, and the system’s attention will
be directed to this particular topic. The system may still return
back to the topics introduced earlier, but only after the user’s
immediate need and interest are attended to.

When the system is talking, the spoken chunks contain
NewInfos, pieces of new information about the topic. In
Wikipedia, these NewInfos are typically annotated with hy-
perlinks to articles about the related topic. WikiTalk analyses
the texts of the Wikipedia articles that it reads, and extracts
the hyperlinks that are included in the texts.

In order to switch to a new topic that is related to the
current topic, the user just says the name of the NewInfo
that is interesting. For example, if the system is talking about
Shakespeare and says ”Shakespeare was born in Stratford-
upon-Avon”, the user can say ”Stratford-upon-Avon?” and the
system will smoothly switch topics and start talking about
Stratford-upon-Avon.

III. OPEN-DOMAIN LISTENING

In WikiTalk, the difficulty of open vocabulary speech recog-
nition is avoided by listening for a small number of extracted
link words, as well as a small number of commands. The
commands allow the user to control the system behaviour in
order to start, continue, go back, repeat, stop and so on. The
list of commands is small and fixed. The list of extracted link
words is constantly changing, but it is nevertheless relatively
small. This type of changing-vocabulary speech recognition is
considered more effective than open-vocabulary recognition.
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As an example, a brief extract from a WikiTalk dialogue
about Metz is shown in Figure 2, extracted from Wilcock [8].

ROBOT: A Celtic oppidum, an important Gallo-
Roman city, the Merovingian capital of the Austrasia
kingdom, the birthplace of the Carolingian dynasty, a
cradle of the Gregorian chant, and one of the oldest
republics of the common era in Europe, Metz has a
rich 3,000-year-history. The city has been steeped in
Romance culture, but has been strongly influenced
by Germanic culture due to its location and history.
USER: Celtic?
ROBOT: The Celts or Kelts were an ethno-linguistic
group of tribal societies in Iron Age and Medieval
Europe who spoke Celtic languages and had a sim-
ilar culture.

Fig. 2. Extract from [8].

Here the user asks about ”Celtic”, and this is recognized
as one of the NewInfos, because the system has extracted
the hyperlink to the topic Celts that is associated with the
word ”Celtic”. As the user is interested in ”Celtic”, the robot
downloads a new Wikipedia article about Celts and makes a
smooth topic shift.

Although this is the correct, natural continuation of the
dialogue, this extract shows a major limitation in the WikiTalk
approach: this kind of listening is not open-domain listening.
As it is expected that the user will probably select the next
topic from the NewInfos, the system listens for those NewIn-
fos, and also for the fixed list of interaction commands.

This is not closed-domain listening, because the set of
NewInfos changes constantly as the dialogue progresses, but
it is also not open-domain listening. If the user says ”Fine,
now tell me about mangrove swamps”, the system will not
recognize the new topic introduced by the user.

This is inevitable with the limitations of speech recognition
that we have had to cope with up to now, but if continuing
progress in speech technology makes open vocabulary recog-
nition feasible in practice, this approach will need to change.
Some form of open-domain listening must be developed,
including techniques for recognizing the new topics introduced
by the user.

The steps required to make progress towards open-domain
listening include advances in open vocabulary speech recog-
nition (discussed in Section III-A), Wikipedia-based named
entity recognition (discussed in Section III-B), and combining
both of them with open-domain talking to create a new
generation of cloud-based open-domain CogInfoCom systems
(discussed in Section III-C).

A. Cloud-based Speech Processing
As Fuchs et al. [13] point out, ”Since the mid-90s, both Web

and speech technology have made huge strides, but they have
only recently started to come together in earnest. Although the
advantages of deploying spoken dialogue systems on theWeb
hardly require elaboration, the technical problems involved
have been surprisingly hard to overcome.”

However, speech processing can now be done via the
web using cloud services provided by global companies.
The Google Chrome web browser, for example, enables user
extensions to perform text-to-speech (developer.chrome.com/
extensions/tts.html) and recently added speech recognition
on an experimental basis (developer.chrome.com/extensions/
experimental.speechInput.html).

There are no W3C standards for web-based speech pro-
cessing as yet, but a Web Speech API specification has
been published by the W3C Speech API Community Group
(www.w3.org/community/speech-api/).

Earlier attempts at providing web-based voice interfaces
encountered difficulties. For example, a speech interface to the
Google search engine was developed by Franz and Milch [14].
They found that speech recognition was a big problem, as the
query terms were extremely short (median two words), and
the possible vocabulary was very large (over 100,000 words).
The new speech recognition service in the Chrome browser is
intended for text dictation, not search engine queries.

Up to now, practical speech recognition has depended on
limiting the vocabulary to be recognised as much as possible.
Open vocabulary speech recognition has not been feasible as
there are simply too many possible words (maybe 300,000 dif-
ferent words in English). However, continuous improvements
in speech recognition techniques suggest that at some point
open vocabulary speech recognition will become effective.

B. Named Entity Recognition
In text-based natural language processing, named entity

recognition is a long-standing research topic. Gazetteers, or
lists of known entities, have long been the basis of named en-
tity recognition techniques. However, fixed lists are inevitably
out-of-date and need constant efforts to keep them regularly
updated. Moreover, as Kazama and Torisawa [15] point out
”building and maintaining high-quality gazetteers is very time
consuming. Many methods have been proposed for solving
this problem by automatically extracting gazetteers from large
amounts of texts.”

Recent progress in named entity recognition has therefore
investigated techniques for using Wikipedia. For example,
”Since Wikipedia aims to be an encyclopedia, most articles
are about named entities and they are more structured than
raw texts. Although it cannot be used as gazetteers directly
since it is not intended as a machine readable resource,
extracting knowledge such as gazetteers from Wikipedia will
be much easier than from raw texts or from usual Web texts
because of its structure. It is also important that Wikipedia is
updated every day and therefore new named entities are added
constantly.” [15]

C. Wikipedia-based Listening

The WikiTalk system described in Section II shows a practi-
cal approach to implementing web-based open-domain talking.
A parallel capability for web-based open-domain listening will
require combining effective web-based open vocabulary speech
recognition with Wikipedia-based named entity recognition.
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The aim is to allow the user to talk freely while the system
listens. The system will not attempt to do full syntactic parsing
of what the user says, but will identify chunk boundaries
and will classify chunks as message-oriented elements (M) or
organization-oriented elements (O), along the lines proposed
by Sinclair and Mauranen [16].

The organization-oriented elements will be used by the
system when making decisions involving textual coherence and
interactivity. The message-oriented elements will be used by
the system to identify named entities that are Wikipedia topics.
The system will use both organization-oriented and message-
oriented elements to follow topic shifts, and will use the links
in Wikipedia to evaluate whether topic shifts are smooth or
awkward.

If Wikipedia can be used in this way to support named entity
recognition for spoken dialogues, the result can be called a
”WikiListen” system. In this approach, the recognized named
entities will be Wikipedia topics, and the WikiTalk system will
be able to talk about them.

IV. CONCLUSION

Technological and social development affects our interaction
with the environment: interactive systems are embedded in
our environment, information flow increases, and interaction
becomes more complex. In order to address challenges of
the complex environment, to respond to needs of various
users, and to provide possibilities to test innovative interactive
systems, it is important to investigate processes that underlie
human-computer interaction, to provide models and concepts
that enable us to experiment with various types of complex
systems, and to design and build tools and prototypes that
demonstrate the ideas and techniques in a working system.

In the paper we first reviewed recent progress in open-
domain question answering systems. We then (in Section II)
addressed ”open-domain talking”, describing the Wikitalk sys-
tem and its Wikipedia-based approach to enabling spoken
dialogue systems to talk about open-domain topics. We noted
that WikiTalk can do open-domain talking, but does not offer
”open-domain listening”. We then (in Section III) discussed
how open-domain listening can be achieved, summarizing
recent advances in web-based speech processing, and describ-
ing recent developments in named entity recognition that use
Wikipedia instead of fixed gazetteer lists.

We proposed that these methods will be combined to enable
a ”WikiListen” capability. By using Wikipedia to support both
talking and listening, a new generation of cloud-based open-
domain CogInfoCom systems can be created.
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