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Chapter 3

The Architecture of a
Natural Language
Generation System

In this chapter, we begin by looking at the inputs required by a natural lan-
guage generation system, and we discuss the kinds of outputs that are produced.
We then identify a number of specific problems that need to be dealt with by
any language generation system. As one way of combining solutions to these
problems, we go on to describe in some detail one particular architectural de-
composition of the task of nlg, along with the intermediate representations
this architecture makes use of. We end by discussing a number of alternative
architectures for nlg systems.

3.1 Introduction

The construction of a complete natural language generation system that oper-
ates in a realistic domain and provides a useful variety of outputs is an engineer-
ing project of considerable complexity. As with other complex software systems,
nlg systems are generally easier to build and debug if they are decomposed into
distinct, well-defined and easily-integrated modules. This is especially true if
the software is being developed by a team, rather than by one individual.
Modularisation does more than facilitate the construction of a given applica-

tion: it also makes it possible to consider reusing components amongst different
applications, and it can make it easier to change and update an application
by restricting the scope of the modifications required. Suppose, for example,
we adopt a modularisation where one component is responsible for selecting the
information content of a text, and another is responsible for expressing this con-
tent in some natural language. If there is a subsequent requirement to modify
the way in which the information is expressed (perhaps by changing the style of
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presentation or even the particular natural language that is used), it may then
be possible to achieve these changes by only modifying the second component
while leaving the first component untouched.
The software engineering community has proposed many criteria for deciding

how to decompose a software system into modules; many texbooks on software
engineering, such as [?], provide a discussion of this issue. From a very general
perspective, while small modules are usually easier to develop than large ones,
decomposing a system into a large number of small modules can make system
integration difficult. The optimal modularisation of a system thus involves a
trade-off, where the modules are designed to be as small and understandable as
possible without at the same time adding a prohibitively large integration task
to the development project.
In the nlg community, there is at present no agreement in detail as to what

constitutes the most appropriate decomposition of the process of generating
natural language from some underlying representation. In this chapter, we in-
troduce an nlg system architecture that embodies one particular decomposition
of the process into distinct modules. Quite apart from providing us with a useful
device for explaining what is involved in nlg, this architecture also embodies
a number of useful characteristics for real system construction. Although other
architectures are possible, the decomposition we adopt echoes the architecture
of a number of extant systems, and is broadly compatible with a wide range of
work in the field.
In Section 3.2, we begin by clarifying what we take to be the inputs and out-

puts of the natural language generation process as a whole. In Section 3.3, we
provide a characterisation of the problems that have traditionally been consid-
ered to be involved in the construction of natural language generation systems.
In Section 3.4, we present the nlg system architecture we will use in this book:
this correlates the problems identified in the previous section with specific nlg
tasks, and assigns these tasks to particular processing modules in the architec-
ture we adopt. We discuss in some detail the representations that are used to
communicate between the component modules. Throughout this discussion, we
will usually exemplify the issues that arise by means of the sumgen-w case
study, referring to other systems where appropriate.
In Section 3.5, we consider some alternative architectural models that have

been discussed in the research literature; and in Section 3.6, we provide pointers
to work that discusses further a number of the issues raised in this chapter.

3.2 The Inputs and Outputs of Natural Lan-
guage Generation

3.2.1 Language as Goal-Driven Communication

From a theoretical perspective, the process of language generation is often
viewed as goal-driven communication. Under this view, the production of an
utterance—whether this be a word, a sentence, or a much longer span of textual
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material, and whether written and spoken—is seen as being an attempt to satisfy
some communicative goal or communicative intention that the speaker
has. What counts as a communicative goal or intention is somewhat open to
interpretation, but the category of such things is generally viewed as including,
variously, the goals of informing the hearer of something, of requesting or per-
suading the hearer to do something, and of obtaining some item of information
from the hearer. In order to satisfy such goals, the speaker (whether human
or computer) decides that some communicative act must be performed, so
that the hearer may understand the speaker’s intention and react or respond
appropriately. Note that in many cases goals may be achieved by means other
than communicative acts: for example, at dinner I may obtain the salt cellar
by asking you to pass it to me; alternatively, I may achieve the same result by
physically reaching across the table and picking the salt cellar up. It is therefore
convenient to think of communicative goals and communicative acts as specific
kinds of goals and acts more generally.
The view that language use constitutes a kind of action underlies, in partic-

ular, speech act theory, and some of the philosophical and linguistic work in
this area has had a considerable influence on research in natural language pro-
cessing.1 However, much of this work focuses on single-sentence utterances, and
has relatively little to say about the kinds of multi-sentential texts which nlg
systems are typically required to generate. There have been some attempts to
analyse larger texts from the perspective of underlying intentions, of which per-
haps the most influential in nlg is Rhetorical Structure Theory (rst).2 While
the discourse-level analogues of sentence-level intentions have been subject to
much less rigorous formalisation than that provided by work in speech act the-
ory, the view of language as goal-driven communication nonetheless provides
a useful starting point for thinking about both human and machine language
production of multi-sentential utterances.
To the extent that machines can be said to have goals or intentions, they

clearly do not arise in the same way as they do in people. However, by taking a
machine’s communicative intention as a given, without considering its genesis,
we provide ourselves with a convenient way of reasoning about its required
behaviour. In most cases, we can assume that the communicative intention to
be addressed by an nlg system has been provided by the host application that
needs to use the generator; we will not concern ourselves with the question of
how the host application determined this intention.

3.2.2 The Inputs to Natural Language Generation

Our discussion so far has been characterised in rather abstract terms. Faced
with the task of building a working nlg system, we can ask more concretely:
What does the process of natural language generation start from? This is an
important question: the relative ease or difficulty of the task of generation

1See Section 3.6 for pointers to the relevant literature.
2A summary of the relevant ideas from Rhetorical Structure Theory is provided in Ap-

pendix ??.
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depends precisely upon the complexity of processing that is required to go from
the input to the desired output.
In Chapter 1, we drew a distinction between single-interaction systems,

where one execution of the nlg system results in the generation of a text, and
dialogue systems, where one execution of the system corresponds to a sequence
of interactions with the user. We can generalise across both types of systems
by characterising the input to the generation of an utterance as a four-tuple
〈k, c, u, d〉, where k is the knowledge source to be used, c is the commu-
nicative goal to be achieved, u is a user model, and d is a discourse
history. In a single-interaction system, this structure corresponds to the input
to a single execution; in a dialogue system, the structure corresponds to the
input to one contribution made by the system to the ongoing interaction. Each
of the elements of this tuple merits further explanation, as follows.
The knowledge source in different systems may be represented in very

different ways, often dependent upon the nature of the host application: one
system may use simple tables of numbers, whereas another may use information
encoded in some knowledge representation language. Given this, it is not possi-
ble to provide a general formal characterisation of what a knowledge source looks
like, other than to say that it contains an encoding of information. Orthogonal
to such variations in the form of representation, however, we can distinguish
two general cases: either the information to be communicated by the nlg sys-
tem will have already been determined by the host application, or it may be
the responsibility of the nlg system to select the appropriate information from
some underlying knowledge base or database. In the first case k is precisely the
information to be presented; in the second case, it is part of the task of the nlg
system to select appropriate content from k.
The communicative goal is to be distinguished from what we might

term the overall purpose of a given nlg system. So, for example, sumgen-
w’s purpose is to provide historical information about the weather; the com-
municative goal c corresponding to a given execution of the system is that
of summarising the data for a specified month, which we might represent as
SummariseMonth(m). We will say that a structure like SummariseMonth(m)
corresponds to a type of communicative goal, which when provided with a
specific value for m corresponds to an instance of a communicative goal.
Note that there is an interaction between the two different types of k we

identified above and the communicative goal to be pursued by the system: if
the knowledge source already represents selected information, then this corre-
sponds to a case where the communicative goal is, rather trivially, something
like ‘express the specified information’. On the other hand, where the nlg sys-
tem has to select appropriate information from k, this selection of information
may be driven by the particular communicative goal to be achieved. So, for
example, if k is a database of meteorological data covering a number of years,
the communicative goal SummariseMonth(9505) will result in the selection of a
specific subset of this data that corresponds to the month of May, 1995.
The user model is a characterisation of the hearer or intended audience for

whom the text is to be generated. The user model is often not explicitly speci-
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fied, in which case it is effectively hard-wired into the system’s behaviour; this
is the case in sumgen-w, for example, where we might loosely characterise the
intended audience as something like ‘layperson interested in weather coditions’.
Where a user model is provided explicitly, its content will once again depend
on what is important in the context of the given application. Among the many
things that might be included in a user model are information about the user’s
expertise, task, and preferences. The idas system utilized a user model which
described the user’s knowledge of domain actions and technical vocabulary (for
example, whether the user already knew how to insert a circuit board into a
backplane, or whether this needed to be explained); the general type of task
the user was performing (for example, maintenance or normal operations); and
some of the user’s stylistic preferences (for example, whether contractions such
as it’s were to be considered acceptable).
The discourse history is a model of the previous interactions between the

user and the nlg system. In its simplest form, a discourse history may be no
more than a list of the entities that have been mentioned in the discourse so far,
thus providing a means of controlling the generation of anaphoric forms; more
complex models will provide some characterisation of the semantic content of the
discourse up to the current point in order to avoid repetition. It is obviously
important in the case of dialogue systems that some notion of interactional
history be maintained, so that output can be generated taking into account
what has already been said. However, a discourse history is also important for
single-interaction systems, so that later parts of the text being generated take
account of earlier already-generated material. It may also be useful for an nlg
application to remember information from previous executions of the program.
The peba system, for example, maintains a discourse history across browsing
sessions, so that it can make reference to information provided to the reader in
earlier interactions.
Returning to our case study, we can provide a characterisation of the inputs

to sumgen-w in terms of this four-tuple:

• k is a database of records that encode a number of meteorological data val-
ues automatically collected at 15-minute intervals over a period of several
years.

• c is always an instantiation of a communicative goal of type SummariseMonth(m),
where m is the month to be summarised; we can think of this as a more
specific kind of Describe or Inform goal. A particular choice of m results
in the selection of a month’s worth of data from k.

• There is no explicit user model, so u = φ; this means that no variations
in the texts generated are driven by assumed differences in assumed read-
ership.

• Since this is a simple single-interaction system, there is no discourse his-
tory when the system begins execution, so initially d = φ; it is assumed
that each text will be read in isolation.
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It would, of course, be possible to build a system which used the same input
data, but which made use of an explicit user model and a history of previous
interactions, and could also respond to a wider range of communicative goals:

• A user model could be used to determine what information is to be em-
phasised in the summary. For example, a summary for farmers might em-
phasise precipitation and temperature, whereas a summary for mariners
might emphasise wind conditions.

• A history of previous interactions could be used to relate the information
in one summary to the information presented in previous summaries. For
example, if the user first asks for a summary of the weather in May 1994
and then asks for a summary of the weather in May 1995, the response to
the second request could contain explicit comparisons to the weather in
May 1994.

• The system could respond to different communicative goals, such as those
we might gloss as ‘describe the weather over a given week’, or ‘compare
the weather this month with the same month last year’.

Such variations have been implemented in other nlg systems. For example,
the FoG weather forecast generator produces different types of forecasts for
different user communities [?]; the peba system relates descriptions of animals
to previous animals described by the system, using a discourse history that
spans both the current session and previous sessions with the current user [?];
and the idas system is able to generate texts that respond to several types
of communicative goals, with names like ExplainPurpose, DescribeLocation, and
GiveUsageInstructions.
In the rest of this chapter, we will explore the component tasks of natural

language generation as they are implicated in mapping from this input data to
the surface texts we want to generate.

3.2.3 The Output of Natural Language Generation

In much of what follows, we will assume the output of the generation process to
be a fragment of text, typically several sentences in length. In some application
contexts, a single sentence or a subsentential unit—perhaps even a single word,
such as Yes or Okay—may be appropriate as the output of an nlg system;
this is often the case in dialogue systems. In other contexts an nlg system
may be required to produce a text consisting of several paragraphs or even
several pages; this is more typical in single-interaction systems. However, our
current understanding of what is involved in natural language generation makes
it difficult to generate longer texts. For the most part, the techniques we describe
in this book are adequate for the generation of texts up to a length of two or
three paragraphs, but may be less adequate for longer texts.
Length is not the only respect in which the output of nlg systems may

vary. More importantly, depending on the context in which the nlg technology
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is being used, it may be appropriate for the nlg system to produce language
embodied within some medium—for example, a printable document complete
with appropriate formatting, a World Wide Web page complete with associ-
ated hyperlinks, or a speech stream, complete with appropriate prosody and
intonation. In some cases, we may require the nlg system to generate both
text and graphics. Ultimately, what we are really concerned with is document
generation, where the term ‘document’ is construed very broadly indeed. We
will discuss the generation of the wide variety of forms that documents can take
in Chapter 7, and for the moment assume that it is possible to speak of nat-
ural language generation as abstracted away from such specific renderings. It
should be borne in mind, however, that this assumption may be unwarranted:
the medium of delivery will often have an impact on the form and content of
the text to be generated.

3.3 Problems in Natural Language Generation

There are many issues that need to be addressed when producing an output
text from some specified input data. At the time of writing, we can identify six
main categories of problems that are discussed in the literature:

Content Determination: deciding what information should be included in
the text, and what should be omitted.

Document Structuring: deciding how should the text be organised and struc-
tured.

Lexicalisation: choosing the particular words or phrases that are required in
order to communicate the specified information.

Aggregation: deciding how should information be composed into sentence-
sized chunks.

Referring Expression Generation: determining what properties of an en-
tity should be used in referring to that entity.

Surface Realisation: determining how the underlying content of a text should
be mapped into a sequence of grammatically correct sentences that express
the desired meaning.

This set of categories does not necessarily exhaust the range of problems to
be dealt with in natural language generation, and there are unclarities as to
where some issues belong—for example, are decisions about paragraph forma-
tion best viewed as an aspect of document structuring or as an aspect of aggre-
gation? However, for many researchers, each of the above categories constitutes
a research area in its own right, and so this provides us with a useful way to
decompose our discussion of what is involved in nlg.
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The month was cooler and drier than average, with the average number of rain
days. The total rain for the year so far is well below average. There was rain on
every day for eight days from the 11th to the 18th, with mist and fog patches
on the 16th and 17th. Rainfall amounts were mostly small, with light winds.

Figure 3.1: The weather summary for February 1995

The month was our driest and warmest August in our 24 year record, and our
first rainless month. The 26th was the warmest August day in our record with
30.1 degrees, and our first hot August day (30). The month forms part of our
longest dry spell: 47 days from 18th July to 2nd September. Rainfall so far is
the same as at the end of July but now is very deficient. So far this has been
our third driest year.

Figure 3.2: The weather summary for August 1995

The month was rather wet and cloudy with low maximums in the day and very
mild to warm minimums at night. The rainfall was above average, and several
thunderstorms occurred.

Figure 3.3: The weather summary for January 1996

In our exploration of each of the categories of problems, we will motivate
our discussion by examining the issues involved in generating three particular
sumgen-w weather texts, shown in Figures 3.1, 3.2, and 3.3.
Before we proceed, a caveat is in order. Our identification of these six

categories should not be taken to mean that an nlg system must contain six
modules, each one corresponding to a category of problems. It can be argued
that this decomposition of the field into areas of investigation is quite orthog-
onal to the issue of what counts as an appropriate architectural decomposition
in an nlg system. While it might be possible to build a system with such
an architecture, we could equally well design an architecture where one module
simultaneously addresses problems in several of these categories, or several mod-
ules address different aspects of the problems in one category: so, for example,
questions like content determination and lexicalisation may be of concern to a
number of modules.

3.3.1 Content Determination

Content Determination is the name we give to the problem of deciding what
information should be communicated in a text. As we noted earlier, sometimes
the host application will provide a specification of the information to be com-
municated; but in many cases, the nlg system itself will be responsible for
selecting some appropriate subset of the available information.
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The choice of what content should be expressed in a text is dependent upon
a variety of factors, including at least the following:

• Different communicative goals may require different information to be ex-
pressed. For example, if the nlg system is capable of both describing the
weather over some period and also of providing definitions and explana-
tions of meteorological phenomena, then quite different content will be
required in each case. Less radically different communicative goals can
still lead to quite different content choices: for example, a summary of
the weather over the previous 24 hours is likely to contain information at
a finer granularity than would be included in a summary of the weather
over the previous month.

• The content required may depend on assumed or known characteristics of
the hearer or reader: for example, someone who is considered a novice in
the domain of application may require more explanatory information than
someone who is considered an expert.

• There may be constraints upon the output that play a role in determining
the content: for example, it may be necessary that the text produced fits
within a constrained space.

• The underlying information source itself plays a significant role in deter-
mining what the content of the text should be: what is worth saying will
depend on the nature and content of the information available.

This last point can be demonstrated quite clearly in the sumgen-w case study:
in the texts in Figures 3.1 and 3.3, for example, we see that each summary
generally contains a description of the overall temperature and rainfall for the
month. However, where the underlying data contains something noteworthy,
appropriate additional information is included, as in the description of the spell
of rainy days in the text in Figure 3.1, and the observation in the text in
Figure 3.2 that the month was the driest and warmest on record.
Ultimately, the question of what information should be included in a text

and the circumstances under which it should be included is very application
dependent: what is worth reporting in the context of a weather summary is
quite unrelated to, for example, that which is noteworthy in the context of
generating a letter that encourages the reader to give up smoking. Because
of this, it is not possible to specify general rules for content determination,
although there are vaguely stated principles that one might use as a guide in
building a mechanism to determine appropriate content, such as ‘report that
which is significant’, and ‘don’t state that which is obvious or easily inferrable’.

3.3.2 Document Structuring

Document structuring is concerned with the problem of imposing ordering
and structure over the information to be conveyed. A text is not just a randomly-
ordered collection of pieces of information. Readers have expectations about the
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structure of texts, and meeting these expectations appropriately can make a text
much easier to read. That this is so can easily be demonstrated by trying to
read a version of a newspaper story where sentences and paragraphs have been
arbitrarily reordered. There is, then, usually an underlying structure to the
presentation of information in a text: in the simplest possible terms, this is akin
to a story having a beginning, a middle and an end; but most texts have much
more discernible structure than this.
The most obvious surface manifestation of structuring is the order of pre-

sentation of the information. However, much research into discourse analysis
suggests that there is more to this than just a question of sequencing: the under-
lying structure of a text is often best viewed as being hierarchical in nature, with
textual elements such as clauses and sentences being viewed as constituents of
larger text fragments which are in turn elements of other, larger still, fragments.
A text can then be analysed in terms of a tree structure, where the constituent
relations in the tree may be defined in two ways:

• Information may be grouped for presentation in terms of what the in-
formation is about: for example, in the case of our weather summaries,
all the information about temperature may be collected together into one
paragraph, and presented before another paragraph which presents all the
information about rainfall.

• Information may be presented in ways that indicate the particular dis-
course relations that hold between elements of the text. So, for exam-
ple, a text might characterise the month’s temperature in rather general
terms, and then go on to elaborate on this general characterisation in some
detail. We can then think of the second part of the text as being related
to the first by means of a discourse relation of elaboration.

Figure 3.4 shows a simple characterisation of the structure of the text in Fig-
ure 3.1: here, as is common in our corpus, the text begins with a general
characterisation of the month’s weather conditions, compared to the average for
the month in question; this is then followed by some information about specific
weather events during the month, in this case mostly concerned with rainfall.
Here, the description of the rainy spell is elaborated with information about
mist and fog, and a description of the quantities of rain involved.
The particular roles played by the different elements of a text—for example,

whether a particular paragraph or sentence serves to exemplify some point being
made—may be explicitly signalled by linguistic or typographic means, or left
for the reader to infer. Figure 3.5 shows a text generated by peba, where a
bulleted list is used to make clear that a number of items are being enumerated.

Unless the input knowledge source is already structured in a manner that is
close to that required for discourse organisation, an nlg system is faced with the
task of determining the appropriate structure of the text to be generated, and
whether and how the structural relationships in this text should be signalled to
the reader.
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The Monotreme
The Monotreme is a type of Mammal that lays eggs with leathery shells similar to
reptiles.
The Monotreme has the following subtypes:

• the Echidna and

• the Platypus.

The Monotreme only has one body opening. It is found in Australia and New
Guinea. It has no nipples so the young cling to the fur of their mothers belly and
suck the milk oozing out of the skin where milk glands open to the surface.

Figure 3.5: Using typography to indicate discourse structure

3.3.3 Lexicalization

Lexicalisation is the problem of choosing content words—nouns, verbs, adjec-
tives and adverbs—for the generated text. Within the literature, this has been
taken to involve two related tasks.
First, in many cases it is inappropriate to communicate directly the informa-

tion present in the underlying knowledge source; often this information is too
detailed. In such situations, the nlg system needs to map the underlying data
elements into a conceptual vocabulary that is more appropriate for linguistic
expression. Usually the chosen conceptual representation will not exactly com-
municate the original information. For example, in the case of sumgen-w, the
underlying data gives absolute temperature readings at 15 minute intervals, but
the generated texts describe the temperature over a given month using sum-
mary terms such as warmer than average. We will use the term conceptual
lexicalisation to refer to the task of converting data or information into
appropriate linguistically-expressible concepts. Because it usually involves ap-
proximating or summarising input data, conceptual lexicalisation is often based
on models of what information is important or useful to the recipient.
The other type of lexicalisation concerns deciding how a particular concep-

tual meaning is expressed using the lexemes available in a language; we will
refer to this as expressive lexicalisation. Unlike conceptual lexicalisation,
expressive lexicalisation does not change the information being communicated
in the text; it merely changes how this information is expressed linguistically.
Hence, it is less influenced by the information needs of the user.
One common type of expressive lexicalisation is to look for good ways to

distribute conceptual content among words. For example, the conceptual struc-
ture male(x) ∧ unmarried(x) ∧ adult(x) can be lexicalised straightforwardly as
unmarried adult male, but it can also be lexicalised as the single word bachelor.
In the latter case, three pieces of conceptual information are communicated by
a single word. This packaging process is especially important in multilingual
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systems. For example, the English sentence He swam across the river can be
expressed in French as Il a traversé la rivière à la nage (literally He crossed
the river by swimming). The two sentences are informationally equivalent, but
neither structurally nor word-for-word isomorphic. The English version incor-
porates in the verb information about the manner in which the movement was
performed, while the French version incorporates this information in the prepo-
sitional phrase, and the path of movement is realised as a prepositional phrase
in the English but via the verb and direct object in the French. Lexicalisation
is then responsible for incorporating the appropriate types of information into
the verbs in each language.
Other influences on expressive lexicalisation include the following:

Variety for variety’s sake: A standard piece of advice often given to writers
is that they should vary word usage. In an nlg context, this suggests
varying how a concept is lexicalised in a document. Within the weather
domain, for example, the underlying concept low-temperature might alter-
natively be realised as cold and chilly.

The user model: Difference lexicalisation may be appropriate for different
users. For instance, technical terms can be used for expert users which
would be inappropriate for novices. Lexicalisation can also vary depending
on a user’s background: for example, the drug described as Paracetemol
in Britain is usually called Tylenol in the US.

Pragmatic considerations: For example, different lexicalisations may be ap-
propriate in formal and informal circumstances, such as father (formal)
vs. dad (informal).

The exact functionality needed in an expressive lexicalisation process depends,
of course, on the application. For example, expressive lexicalisation is fairly
simple in sumgen-w, since it generates text in one language only, with no user
or pragmatic variation. It is more complex, however, in multilingual systems
such as FoG, or systems with rich user models such as idas.

3.3.4 Aggregation

In some application contexts, the information in the underlying data or knowl-
edge source may already be packaged into sentence-sized chunks, and it may
be sufficient just to determine which such chunks should be used in a text (this
being the problem of content determination) and to determine how these should
be ordered in the text (this being the problem of document structuring). Many
early nlg systems assumed such a correspondence to exist.
Generally speaking, however, there is no guarantee that the underlying data

or knowledge source in the host application will represent information at a gran-
ularity where each individual element corresponds to what might be expressed
in a single sentence; and even if it did, this might not be as ideal as it at
first sounds, since in some contexts we may want the ability to vary how much
information is presented in a single sentence.
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The issues involved have been referred to in the literature as being con-
cerned with aggregation. We will refer to this as linguistic aggregation
so as to distinguish it from the conceptual operation of finding concepts which
summarise input data, which we describe in Section 3.3.3 as conceptual lexical-
isation, but which might with equal justice be called conceptual aggregation.
These two processes are clearly related: both are concerned with the question
of how we negotiate the difference in granularity between the elements of the
underlying knowledge source and the linguistic elements—words, phrases, and
sentences—available to express that knowledge.
Linguistic aggregation involves the use of linguistic resources to build sen-

tences which communicate several pieces of information at once. In the case
of sumgen-w, for example, suppose we have two pieces of information to be
expressed, one which describes the temperature over the month and the other
of which describes the rainfall over the month. This information might be ex-
pressed by means of the following two sentences:

(3.1) The month was cooler than average. The month was drier than aver-
age.

This is rather stilted, however. The fluency of the text can be improved by
recognising that English allows us to combine these pieces of information lin-
guistically in a variety of ways; thus, the same content can be expressed by
either of the following single sentences:

(3.2) a. The month was cooler and drier than average.

b. The month was cooler than average, with less rain than usual.

In each case, we say that linguistic aggregation has been performed. Note that
there is an interaction with the process of lexicalisation here: the particular
choice of how to describe the information about rainfall has an impact on how
this information can be combined with the other information to be expressed,
so that in Example (3.2a) the rainfall is described using an adjectival phrase,
whereas in Example (3.2b) it is described using a prepositional phrase.
Natural languages afford many different ways of expressing the same in-

formation content; some of these means of expression are more appropriate in
some contexts than others. As the examples above show, the appropriate use
of aggregation can significantly enhance the fluency and readability of a text.
The kinds of aggregation we want an nlg system to perform can have a major
influence on the kinds of intermediate representations we make use of; we will
return to this point in more detail in Chapter 5.

3.3.5 Referring Expression Generation

Any domain is populated by entities: these are the things that can be talked
about, whether concrete or abstract. Referring expression generation is
concerned with how we produce a description of an entity that is able to identify
that entity for the hearer in a given context.
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Referring expression generation is an issue for nlg because the same entity
may be referred to in many different ways. This is true both when an entity is
mentioned for the first time (initial reference) and when the entity is subse-
quently referred to after it has been introduced into the discourse (subsequent
reference).
In reality, there are a great many ways in which we can introduce a given

entity into a discourse. A crucial issue when an entity is referred to for the first
time is the choice of what we might think of as ‘perspective’: when introducing
someone I know into a conversation, for example, I must decide whether to
introduce her as a computational linguist, a visitor from overseas, or someone
interested in Tai-Chi. Which of these, or many other possible descriptions, I
select will depend on the reason for bringing the person into the conversation,
and the information I subsequently intend to impart. However, virtually all
nlg systems operate only within rather limited contexts, and so the choice of
perspective is generally not an issue; the form of initial reference is typically
heavily constrained by the domain of application, and so can usually be dealt
with reasonably straightforwardly.
More serious for working nlg systems is the problem of subsequent reference,

where the concern is to distinguish the intended referent from other entities with
which it might be confused: subsequent references are typically abbreviated in
some way, and the problem then becomes how to abbreviate a reference without
at the same time making it ambiguous.
In many domains there is a choice to be made between the use of a proper

name, a definite description, or a pronoun.3 The form used depends on a variety
of factors, but clearly the need to be able to identify the intended referent is
a major one. So, for example, a rail travel information system might refer to
one and the same entity by means of any of the following expressions depending
upon the context of use:

(3.3) a. The Caledonian Express

b. the train at Platform Three

c. the next train to Aberdeen

d. the train that has just left

e. that train

f. it

Examples (3.3b)–(3.3e) demonstrate that, in the case of definite descriptions,
we need to determine which properties of the entity being referred to should be
incorporated into the description.
Determining the content of a referring expression generally requires taking

account of contextual factors, including in particular the content of previous
communications with the user (and thus the content of the discourse history,
which we earlier identified as an important input to the generation process).

3Appendix ?? provides a basic overview of the essential notions in grammar we make use
of here.
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Once we have determined which properties of the entity should be used in a
description, we still have to consider how those properties should be realised in
the output language; this is the problem of lexicalisation described above.

3.3.6 Linguistic Realisation

Just as texts are not randomly-ordered sequences of sentences, sentences are
not randomly-ordered sequences of words. Each natural language is defined,
at least in part, by a set of rules that specify what it is to be a well-formed
sentence in that language. These rules of grammar govern both morphology,
which determines how words are formed, and syntax, which determines how
sentences are formed. Linguistic realisation is generally viewed as the prob-
lem of applying some characterisation of these rules of grammar to some more
abstract representation in order to produce a text which is syntactically and
morphologically correct. Just as for nlg as a whole, the complexity of this pro-
cess once more depends on just how distant from the surface form the abstract
representation is.
Some nlg systems, such as peba, internally represent sentences by template-

like structures; linguistic realisation in such systems is relatively simple. Other
systems, such as ModelExplainer, internally represent sentences using ab-
stract syntactic structures. The advantage of doing this is that it allows de-
tailed grammatical knowledge to be encapsulated within the linguistic realiser.
For instance, in English the rules for forming negative sentences are not entirely
straightforward; in some cases do must be added when negating a sentence (as in
I do not like that), but in other cases this is not necesaary (as in I am not bored).
If an abstract sentence representation is used, then negation can be indicated
during content determination, lexicalisation, and so forth simply be setting an
appropriate parameter that signals negation within the sentence specification,
and the details of how to grammatically implement negation can be left to the
linguistic realisation process.
Abstract representations are also useful in multilingual applications. One

language may use a syntactic resource to carry information that is indicated by a
morphological resource in another language: for example, grammatical function
in English is generally indicated by syntactic resources such as word order and
the use of prepositions, whereas in German it is indicated by morphological case,
realised by means of affixes on the head nouns and morphological properties of
their dependents. As a result, if we want to construct a multilingual application
then we may require an input representation at a greater level of abstraction
than would be required in a monolingual application.
Even without explicit regard to differences between natural languages, dif-

ferent approaches to linguistic realisation adopt different views as to the most
appropriate input to the process. However, most have in common that the in-
put to realisation is a structure that identifies the process to be described in
the sentence to be generated, and some specification of the participants in that
process. The surface realiser is left to deal with what are effectively non-content
aspects of the final sentential form. Suppose that earlier stages of generation
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have determined that we require a sentence that expresses information about a
particular rain spell by describing the duration of that spell, and its beginning
and end; the linguistic realisation process may decide to realise this information
via the following sentence.

(3.4) It rained for eight days from the 11th to the 18th.

Here, the syntactic component of the realiser has decided to add the function
words for, from and to to mark those parts of the sentence which specify the
duration, beginning and end of the spell in question; and the morphological
component has produced the past tense form rained from the root form rain,
and the plural nominal form days of the root word day.
So far we have only mentioned syntactic and morphological aspects of real-

isation. Less discussed in the literature is the additional requirement that the
text produced should be orthographically correct: so, for example, the first word
in a sentence should be appropriately capitalised, and an appropriate sentence
terminator should be used. In the example above, the orthographic compo-
nent has capitalised the first word of the sentence and added a full stop at the
end of the sentence. Although this is the most common case, there are other
situations—such as capitalisation in section headings, or sentence-final punctua-
tion in the case of exclamations or questions—where an alternative orthography
is required.
Orthographic processing can be construed more broadly to cover issues such

as the use of different faces of a font (i.e., the use of bold or italics in preference
to the default roman face) and larger typographic phenomena such as the use
of bulleted lists; in all such cases, however, these phenomena are surface realisa-
tions of more semantically-motivated categories that will be specified as part of
the input to the realisation process. So, for example, a specification that some
piece of information should be emphasised might result in the use of italics, and
the discourse relation of elaboration might result in the use of an example set
off in some way from the body text.

3.4 An Architecture for Natural Language Gen-
eration

3.4.1 Choosing between Architectures

There are many ways of building an nlg system which attempts to handle the
phenomena described in Section 3.3. As we have indicated, and as has been
implicit in some of our discussion, a significant amount of work in the field
sees these not just as a set of problems to be dealt with, but as the foci of
a number of distinct processing activities to be carried out by an nlg system.
The consequence of this is that there are researchers who focus on what we have
called text structuring, researchers who focus on lexicalisation, and so on; in each
case the result of their endeavours is the characterisation or implementation of
a computational process that addresses the phenomenon in question.
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Whether we take this approach to identifying the subtasks involved in gen-
eration, or whether we use some other means to determine what the relevant
subtasks are, we then need to make the following decisions when defining an
architecture for an nlg system.

Modularisation: Are the tasks grouped together into modules? If so, what
are the modules?

Interaction: How do these modules interact? In particular, which modules
provide input for which other modules? Is feedback allowed, in that some
module A can provide input to another module B but also accept input
from B (perhaps indirectly, through other modules still)?

Representation: What representations are used for communication between
modules?

For example, we could build an nlg system where each task is represented by
a set of declarative axioms or planning rules expressed in the same formalism,
so that any instance of generation requires the satisfaction of a large set of
constraints covering all facets of the problem. A general-purpose reasoning
system might then be used to construct a text which satisfies these axioms and
rules. Such a system could not be said to be modular in the sense introduced
at the beginning of this chapter; we might think of the system as consisting of
a single module, which simultaneously performs all the subtasks of generation.
There are then no inter-module interactions to speak of, and there is no need
to specify inter-module representations.
At the other extreme, we might use a separate module to address each of

the categories of problems described in Section 3.3, and then connect these
modules together in a pipeline. In such a model, the system as a whole might
first perform content determination, then document structuring, then linguistic
aggregation, and so forth. In this case, the nlg system would have six modules
(one for each task), and each module’s output would provide the input to the
subsequent module (except for linguistic realisation, whose output would be
the output of the entire system). Such a model embodies several important
assumptions: in particular, it assumes that the six tasks exhaust what has to
be done in order to generate texts, that their functionalities do not overlap, and
that we can determine an ordering of the modules that encompasses the relevant
dependencies between tasks. Our understanding of what is involved in nlg is
not yet sufficiently robust for us to know whether or not these properties hold.
Between these two extremes are a number of other alternatives. There has

been considerable debate in the nlg community as to which kind of architecture
is best; we will point to some of the alternatives later in this chapter. Arguments
can be made that a number of the phenomena we have examined interact in
complex ways: for example, choosing a particular verb to lexicalise a concept
imposes constraints on what other information can be incorporated into the
sentence, since the verb brings with it a certain subcategorisation frame; working
out how to refer to an entity may require adding further content earlier in
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a text in order to ‘set things up’ appropriately. Considerations such as these
suggest using large modules, rich interaction patterns, and complex intermediate
representations. On the other hand, engineering simplicity suggests using small
modules, simple interaction patterns, and simple intermediate representations.
The state of the art in the field is such that we cannot, at this point in time,

resolve these issues in a principled way. If our interest is in the construction
of a psychologically plausible model of the human language production process,
clearly we might turn to work in psycholinguistics and psychology more broadly
in attempt to find evidence that would favour one architectural model over
another—although it turns out to be the case that there is little psychological
evidence that can be brought to bear here. On the other hand, if our principal
aim is the development of a practical working system, then the major criterion,
apart from general principles of simplicity and elegance, is the extent to which
the architecture allows us to generate the specific textual phenomena we are
interested in. If the texts we want to generate require the handling of complex
interactions between some of the phenomena identified earlier, then clearly this
will have some impact on the kinds of architectures that are available for us to
use.

3.4.2 Components and Representations in the Architec-
ture

Much of the work in nlg during the 1980s made use of a distinction between
‘strategy’ and ‘tactics’ in the production of language; roughly speaking, the first
of these is concerned with determining what to say, and the second is concerned
with deciding how to say it. This distinction led to one particular modularisation
whereby natural language generation consisted of two specific tasks, generally
referred to as text planning and linguistic realisation; researchers in
natural language generation in this period often positioned themselves as being
concerned with one or other of the two tasks.
In the 1990s, as our understanding of the sophistication of the problems

inherent in nlg has increased, it is becoming more common to construct nlg
systems with an additional module interposed between these two. In much of the
literature, this component is referred to as the sentence planner; however,
this term fails to acknowledge that there are also discourse-level phenomena that
can usefully be addressed at this stage of the generation process, and so we will
instead refer to this intermediate module as the microplanner. The increasing
importance of generating documents with embedded graphics, formatting mark-
ups, hypertext links, and so forth also motivates us to use the term document
planner as a more appropriate name for the first module than ‘text planner’;
and finally, we will refer to the linguistic realiser more generally as the surface
realiser, to acknowledge explicitly that some of the phenomena it has to deal
with are not strictly linguistic.
There is still a great deal of unclarity as to how best to draw the boundaries

between document planning, microplanning, and surface realisation; however,
the tripartite model is an increasingly popular one. We will adopt this model
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in the remainder of this book, and define it further below. It may not, in
some sense, represent the ‘ideal’ architecture; but it provides us with a useful
framework within which we can explore the various issues that arise in natural
language generation.
With regard to the issues we identified in the previous section, our architec-

ture has the following characteristics.

Modularisation: The architecture contains three modules, as follows:

The document planner is concerned with conceptual lexicalisation, con-
tent determination and document structuring.

The microplanner is concerned with linguistic aggregation, expressive
lexicalisation, and referring expression generation.

The surface realiser is concerned with linguistic realisation, along with
any necessary post-processing such as rendering the text in some specific
output format (for example, html, sgml, or speech).

Interaction: The architecture assumes a pipeline model, with the output of
document planning being the input to microplanning, and the output of
microplanning being the input to surface realisation; to keep the processing
simple, we do not permit any feedback between these modules.

Intermediate Representations: The architecture makes use of two represen-
tational forms to communicate between the modules: document plans
and text specifications. Document plans are in turn composed of mes-
sages, and text specifications are composed of phrase specifications.

Central to the functioning of the architecture described here is the notion
of a message. This is a packaging of domain information that is deliberately
constructed to be appropriate for linguistic expression; it corresponds to the
result of what we earlier called conceptual lexicalisation.
Document plans are the output of the document planner, and the input to

the microplanner. A document plan is a tree whose terminal nodes are messages;
the internal nodes of the tree specify how the messages are grouped together,
and any discourse relations that hold between the messages.
A text specification is the output of the microplanner, and is effectively

a refined version of the document plan that incorporates decisions as to how to
package messages into sentences. The text specification is also a tree structure,
but its terminal nodes are phrase specifications, and its non-terminal nodes
include orthographic and typographic specifications (including, for example,
some indication of where paragraph breaks should occur).
The phrase specification at each terminal node of a text specification

specifies a separate linguistic unit, and serves as the input to the surface re-
aliser.4 In principle, phrase specifications can specify linguistic units at vari-

4Phrase specifications correspond to what are often referred to in the literature as sentence
plans; we prefer the less specific terminology since it allows us to encompass specifications
for units other than sentences, such as noun phrases used as headings and various kinds of
list elements.
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Figure 3.6: An nlg System Architecture

ous levels of abstraction, including canned text, templates, and what we will
call lexicalised case frames and abstract syntactic structures. The
greater the degree of abstraction in a sentence plan, the more flexibility is per-
mitted at the realisation stage of the generation process.
The architecture is shown diagrammatically in Figure 3.6. In the rest of this

section, we describe these modules and representations in more detail, with a pri-
mary focus on the representations: detailed descriptions of the process required
to map between these representations are provided in subsequent chapters of
this book.

3.4.3 Messages

The notion of a message forms a useful abstraction that mediates between the
data structures used in the underlying application and the eventual texts to be
generated.
The key idea here is that, for any given domain of application, we can de-

fine a set of entities, concepts and relations that provide a conceptual level of
representation that characterises the domain in terms that can more easily be
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mapped into linguistic forms. In some cases, the underlying data elements may
already provide such a representation, but in many applications this is not the
case. Developing this conceptual representation therefore requires carrying out
an exercise in domain modelling, a topic we will discuss further in Section ??.
Having established the entities, concepts and relations we need to make use

of, we can then define a set of messages which impose structure over these ele-
ments. In the simplest case, a message corresponds to a sentence in the output
text. Many natural language generation systems make use of representations
that correspond to messages of this kind. However, we can gain more flexibility
if we view messages in a more general way as data objects corresponding to the
largest distinct linguistic fragments we need in order to generate the variety of
the texts we are interested in. Consider again the example text in Figure 3.1;
here, we see that information about the average temperature, rainfall and num-
ber of rainy days is expressed within a single sentence; but in other texts in the
corpus, these three pieces of information are distributed across a number of sen-
tences. This argues for having three distinct message types, one that specifies
information concerning temperature, one that specifies information concerning
rainfall, and one that specifies the number of rainy days. The representations
used in sumgen-w for the first two of these messages are shown in Figure 3.8.
Messages can also be represented using structures which organise content in

a fashion that is closer to the structure of linguistic expressions. Representations
of this kind are used, for example, inModelExplainer and FoG. An example
of how the MonthlyRainfall message might be represented in this manner is
shown in Figure 3.9. The pointers to domain concepts and entities in this
structure will be replaced by lexemes and referring expressions (for example,
drier than average for BelowAverageRainfall, and the month for 05-1996) during
microplanning, which may also aggregate messages.
Irrespective of the particular details of the message representation used, the

important point here is that making use of a form of representation that does
not already commit the system to particular lexicalisations, forms of reference
or aggregations of information leaves later stages of the generation process more
flexibility.
Both the message-creation process and the form and content of the messages

created are highly application-dependent, and so we will not attempt to give a
formal definition of message structures here. Throughout the book we will use
attribute–value matrices to represent messages, and our messages will generally
have message-id and message-type attributes; the other attributes a message
contains, however, will vary considerably from case to case. Section ?? looks in
detail at how we can determine an appropriate message set for a given domain
and application. An important point here is that the underlying application’s
representation of information is likely to be too impoverished to support the
distinctions required for generating text, and so typically additional domain
knowledge will be brought to bear during the message construction process; in
other words, the construction of messages from the underlying data is usually
more than a simple data transformation process.
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message-id: msg006

message-type: monthlytemperature

period:

[
month: 05

year: 1996

]

absolute-or-relative: relative

relative-difference:


magnitude:

[
unit: degreesCentigrade

number: 2

]

direction: −







Figure 3.7: A MonthlyTemperature message


message-id: msg007

message-type: monthlyrainfall

period:

[
month: 05

year: 1996

]

absolute-or-relative: relative

relative-difference:


magnitude:

[
unit: millimetres

number: 2

]

direction: +







Figure 3.8: A MonthlyRainfall message




cat: clause

head:
[
lex: ”be”

]
tense: past

arguments:



subject:


concept:


month: 05
year: 1996






predicate:
[
concept: BelowAverageRainfall

]






Figure 3.9: Another representation of the MonthlyRainfall message
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3.4.4 The Document Planner

The document planner takes as input a four-tuple 〈k, c, u, d〉, where k is the
knowledge source to be used, c is the communicative goal to be achieved,
u is a user model, and d is a discourse history. As discussed earlier, in
any given application, one or more of these input parameters may be null.
The document planner’s task is to determine the informational content and the
structure of the document that meets the specified communicative goal; this
will be output in the form of a document plan, defined in Section 3.4.5 below.
To construct a document plan, the discourse planner orchestrates three ac-

tivities:

• it constructs messages from the underlying source of information;

• it decides which messages need to be communicated in order to satisfy the
communicative goal;

• it carries out document structuring to organize the presentation of these
messages in such a way that a coherent and fluent text can be generated.

These three component processes can be interleaved within document plan-
ning in a variety of ways. In some situations, it makes sense to first construct a
set of messages from the input data, and then to select messages from this set
and organise them into a coherent structure. In other situations, the construc-
tion of messages can take place on demand as the plan for the document as a
whole is developed. The sumgen-w system adopts the first approach; Mod-
elExplainer, on the other hand, simultaneously specifies both content and
structure. The FoG system uses both approaches, depending on which type of
weather forecast is being generated. We will examine each of these possibilities
in some detail in Chapter 4.
Document planning is probably the most application-dependent aspect of

natural language generation. In particular, while microplanning and surface re-
alisation make use of what we can think of as more general linguistic knowledge,
document planning is mostly based on application-specific knowledge governing
what information is considered to be important, what conventions need to be
obeyed in presenting this information, and so forth. These constraints derive
from both properties of the application domain and from the specific genre of
the texts to be produced.

3.4.5 Document Plans

The output of the document planner is a document plan. For our archi-
tecture, we require a structure that specifies how messages are to be grouped
together and related so as to satisfy the initial communicative goal. We repre-
sent this in the form of a tree. The terminal nodes of the tree are messages, and
the internal nodes of the tree represent groups of related messages. Systems
which use nucleus-satellite discourse relations (such as those defined in rst)
often permit messages to be specified in internal nodes as well as leaf nodes;
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other systems may only allow messages to appear in leaf nodes. In either case,
discourse relations between messages (or groups of messages) are specified with
appropriate arcs between the corresponding tree nodes.
Figure 3.10 shows a diagrammatic representation of a document plan that

contains the messages corresponding to the text in Figure 3.1. Here, some of the
internal nodes also specify discourse relations that hold between their daugh-
ters. In this example, the information about temperature and the information
about precipitation are placed in a relationship of narrative-sequence, in-
dicating the imposition of a domain convention that the temperature should
be discussed before the rainfall. The information about rainfall is combined in
a quite complex structure of elaborations; so, for example, the monthlyrainfall
message serves as a jumping-off point for elaborations that indicate the number
of rainy days, the total rain so far, and a description of rainy spell that occured
during the month. This rainy spell, represent by the rainspell message, is itself
further elaborated by means of a number of other messages that describe aspects
of the rainy spell.
Most representations of document plans in the nlg literature are tree-like

in nature. However, it is not uncommon for approaches to document planning
to impose more structure than is present in the representation we use. For in-
stance, in many systems the ordering over the messages to be conveyed would
be completely specified, but our representation provides only partial ordering
information over the elements. This allows the microplanner more flexibility
in determining how messages should be aggregated. The construction of docu-
ment plans, and the variations found in the literature, are discussed in detail in
Chapter 4.

3.4.6 Microplanning

In general, the document plan only specifies the final structure and content of
the text to be generated in rather broad-brush terms; many possible output
texts will be compatible with the plan. The purpose of the microplanner
is to refine the document plan so as to produce a more fully-specified text
specification. This requires carrying out the following tasks:

• expressive lexicalisation: choosing which lexical items should be used to
realise the conceptual elements in the messages;

• linguistic aggregation: determining how messages should be composed
together to produce specifications for sentences or other linguistic units;

• referring expression generation: determining how the entities in the mes-
sages should be referred to.

The microplanner also determines those aspects of ordering that were left un-
specified in the document plan.
It is possible to construct nlg systems where some or even all of these

decisions have already been made during the document planning stage. As
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noted earlier, in some cases, the mapping from conceptual elements to lexical
items will be one-to-one, so no lexicalisation may be required. Similarly, as is
the case in many early nlg systems, the messages may correspond directly to
propositions that will each be expressed in single sentences, so no aggregation
may be required. Referring expression generation is probably the most difficult
task to perform upstream in this fashion, because the precise forms of reference
used depend on the particular content and structure of the document plan.
Our architecture does not rule out these decisions being made during doc-

ument planning; however, leaving these elements unresolved until this point in
the generation of text provides more flexibility in the possible outputs that can
be produced.
The inter-relationships between the activities carried out by the microplan-

ner are potentially quite complex, and there is no consensus in the nlg commu-
nity as to how the microplanner should be structured internally. We will discuss
microplanner architecture in more detail in Chapter ??.
The result of the microplanning process is then a text specification con-

taining fully specified phrase specifications; these structures are described
in the next two sections.

3.4.7 Text Specifications

A text specification is a data object that provides a complete specification of the
discourse contribution to be generated, but does not itself constitute that text:
the specification must be rendered into linguistic material—words, phrases and
sentences—presented in some medium. This rendering is achieved by means of
the process of surface realisation; the text specification provides the information
required to achieve this goal.
Traditionally, work in linguistic realisation has concerned itself with the map-

ping of what we can think of as semantic representations into lexico-syntactic
representations; in each case, the unit of processing is generally taken to be
sentence-sized. Of course, a document has larger structural elements too, and
if we are to generate multi-sentential texts, then we have to pay attention to
the nature of these structures and the processes involved in producing their sur-
face representations. In this section, we provide a characterisation of structure
above the level of the sentence. We will examine sentential and subsentential
representations in Section 3.4.8.

Logical and Physical Aspects of Document Structure

Many documents have a hierarchical structure. This book, for example, consists
of a number of chapters, each of which is made up of a number of sections; these
sections are composed of subsections, and so on down through paragraphs to
the individual sentences, which are in turn made up of words. Similarly, a letter
typically consists of some header material such as the address of the recipient
and the date of writing, and then the body of the letter itself, which begins
with some opening salutation, continues with the text of the letter, and ends
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text-specification −→ [header] paragraph+

header −→ phrase-specification+

paragraph −→ [header] {phrase-specification|itemized-list}+

itemized-list −→ list-element+

list-element −→ phrase-specification+

Figure 3.11: A Simple Grammar for the Logical Structure of Documents

with a closing salutation; and each of these component parts have lower-level
constituents.
This kind of structure is sometimes referred to as the logical structure

of the document. This is to be distinguished from the physical structure of
the document, which is concerned with how the material is distributed across
pages, columns and lines. Few nlg systems concern themselves with physical
structure; instead, they use a mark-up language such as html or LATEX to
indicate the logical structure of the document they produce, and depend on a
separate program or post-processor to convert this to a physical structure. For
this reason, in this book we will emphasize logical structure, and have little to
say about physical structure.

The Logical Structure of Documents

The two simple notions of embedding and sequence provide us with a means
of describing a very wide range of logical document structures. For any given
document type, we can use these notions to specify well-formedness conditions
that restrict the possible types of documents. For our present purposes, we
limit the scope of this kind of description to just those discourse elements
that are most generally useful in the construction of nlg systems, these being
paragraph, heading, itemized-list and list-element. Each of these elements may
have constituents; for these we will also make use of a terminal category called
a phrase-specification, the definition of which we return below. Using these cate-
gories we can then characterise text specifications using a grammar that specifies
how these elements may be combined, as shown in Figure 3.11. Although this
grammar is very limited, it covers the document structures produced by many
nlg systems, including sumgen-w and peba. The logical structures of the
weather summaries in Figures 3.1–3.3 are very simple, since each consists of a
sequence of sentences making up a single paragraph. The logical structure of
the peba-generated description in Figure 3.5 is a little more complex, as shown
in graphical form in Figure 3.12.
Formally, a text specification is a specific type of discourse element.

Headers, paragraphs, itemized lists and list elements are also discourse elements.
A discourse element is a tuple 〈element-type, constituents〉, where element-type
is drawn from this set of types, and constituents is a sequence of discourse
elements or phrase specifications. A grammar like that in Figure 3.11 above
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Figure 3.12: The logical structure of the animal description in Figure 3.5

specifies what kinds of constituents can occur within a discourse element of a
specific type.
We can represent text specifications as attribute–value matrices, with the

following general form:

(3.5)


discourse-element: text-specification
constituents: 〈. . .〉




The constituents feature specifies a list of discourse elements or phrase specifi-
cations, as permitted by the grammar above; so, the first top-level constituent
in the text specification for the text in Figure 3.12 can be represented in either
of the two following ways:

(3.6) a.



discourse-element: heading

constituents: 〈

[
text-role: main-heading

content:
[
string: ”the monotreme”

]] 〉




b.




discourse-element: heading

constituents: 〈



text-role: main-heading

content:


cat: nplex: ”monotreme”

definite: yes





 〉




3.4.8 Phrase Specifications

In our document structure grammar presented above, everything is eventually
characteristed in terms of phrase-specifications. We define these to be elements
of specification that correspond to textual units no larger than a sentence. Note
that a phrase specification may define a linguistic unit smaller than a sentence:
for example, it may correspond to a noun phrase or a verb phrase used in a
heading or a list element. The notion of phrase specification used here is also
broad enough to cover canned phrases such as closings in letters, and other
fragments where the utility of a conventional syntactic analysis is not obvious.
Each phrase specification contains two parts. One is a specification of the

text-role that the fragment performs in the text; possible values for this feature
depend on the application, since their purpose is to provide a categorisation
that tells the surface realisation process how the text’s physical appearance
should be determined. There are general types we might expect to see in many
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applications: for example, many phrase specifications have the text-role value
body-text-constituent, which simply means that they are to appear as regular,
unadorned text. However, in a letter generation application, we might also make
use of text-roles such as introductory-salutation and closing-salutation. Each of
these will trigger the use of appropriate formatting devices; the specification of
this formatting belongs in the surface realisation process and does not appear
as part of the discourse specification.
The second part of a phrase specification is a specification of content of the

phrase. This is an expression that talks in terms that the morphological and
syntactic processing aspects of the surface realisation process can work with.
The content of such expressions can be specified at various levels of abstraction.

Canned Text Strings: ‘Canned text’ is the term we use for content speci-
fications where the character sequence to be used has already been de-
termined, although some orthographic processing may still be needed.
Example (3.7) shows a simple example of a canned text.

(3.7)
[
content:

[
string: ”the month was dry”

]]

To produce a sentence from this string, it is necessary to capitalise the
first word and put a full stop at the end of the sentence; but no syntactic
or morphological processing is needed.

Grammatical Characterisations: For many applications, a significant part
of the value of using nlg techniques comes from the ability to factor out
idiosyncrasies of morphology and syntax from the specifications produced
by the stages of nlg prior to surface realisation.

To make use of this factoring of information, the specification must pro-
vide characterisations of the linguistic elements to be used in terms of
their required syntactic categories, the base lexemes (uninflected words)
to be used, plus a collection of associated features that determine how the
required surface forms are to be constructed. The appearance of the cat
feature in the content specification in Example (3.8) indicates to the sur-
face realiser that linguistic processing—syntactic or morphological—must
be applied to this information to produce a string:

(3.8)




cat: verb

lex: be

tense: past

number: singular

person: third




This specification is equivalent to that shown in Example (3.9); however,
using the form above means that the microplanner does not need to con-
cern itself with details of morphology.
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(3.9)
[
string: ”was”

]
The same processing is used to produce larger, multi-word, constructs, as demon-
strated in Example (3.6a) above. When the required category is that of a sen-
tence or clause, the specification is generally referred to as a sentence plan.
These are typically specified as either lexicalised case frames or as ab-
stract syntactic structures: in the first case, the perspective taken is one
where the participants are specified in terms of the semantic roles they play
with respect to the process described in the sentence; in the second case, the
arguments to the main verb in the clause are specified in terms of their gram-
matical functions. Example (3.10) shows a lexicalised case frame corresponding
to the sentence The month was dry, and example (3.11) shows the corresponding
abstract syntactic structure.5

(3.10)




cat: clause

tense: past

proc:


type: ascriptive
mode: attributive




participants:



carrier:


cat: common
lex: ”month”




attribute:


cat: ap
lex: ”dry”










(3.11)




cat: clause

head:
[
lex: ”be”

]
tense: past

arguments:


subject:

[
lex: ”month”

]
predicate:

[
lex: ”dry”

]






In this particular example the difference may seem no more than terminological;
however, by specifying the content using semantic rather than syntactic cate-
gories, the realiser is given more leeway in determining how to realise the given
structure. For example, a realiser which expects inputs like the first structure
above might provide the sentence It was a dry month as an alternative realisa-
tion.

5In each case we have simplified the representations to remove details that are unimportant
in the present context; in reality, both structures would be considerably more complex.
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Templates as Hybrid Specifications

The three forms of phrase specification we have just described—orthographic
strings, canned text, and grammatical characterisations—are the basic building
blocks from which larger textual fragments can be constructed. A discourse
specification can be made up of any combination of these elements, thus per-
mitting a hybrid generation mechanism whereby some aspects of the resulting
text are constructed compositionally using grammatical knowledge, but other
parts are predefined.

3.4.9 Surface Realisation

The function of the surface realisation component is to take the text speci-
fication produced by the microplanner and to render this into text, possibly
embedded within some medium. This involves walking over the text specifica-
tion in a top-down left-to-right fashion and producing appropriate output from
the nodes encountered during this traversal; the information at the nodes pro-
vides a specification of what the realiser needs to do. Internal nodes typically
result in the production of formatting commands such as paragraph breaks or
section titles; the phrase specifications at the leaf nodes need to be converted
into linguistic surface forms.
As noted above, phrase specifications can specify linguistic units at several

levels of abstraction. When the phrase specification plan is a template, the
surface realiser’s task is a relatively simple one, perhaps consisting of some
morphological processing to produce the appropriately inflected forms of words.
For phrase specifications which are specified as either lexicalised case frames
or abstract syntactic structures, more complex realisation machinery must be
brought to bear.
In each of these cases we require an appropriately-encoded description of the

grammatical resources available in the language; this is then combined with the
information in the phrase specification to determine what the resulting form
of the linguistic unit should be. This description of grammatical resources de-
termines how the input representation can be mapped into a grammatically
well-formed expression.
Linguistic realisation is the most well-established area of nlg; as a result

of this, a number of existing systems for carrying out this stage of processing
are available in the public domain. The complexity of processing carried out
by these systems once more depends on the degree of abstraction of the input
structure. The RealPro system, for example, assumes the input to be what
is referred to in Meaning-Text Theory as a deep syntactic structure: this
representation is very near the surface form, and only requires relatively simple
grammaticalisation to be carried out. The fuf/surge system uses an input
representation motivated by systemic functional grammar, with the syn-
tactic categories of the major constituents of the utterance already decided but
the mapping from participant roles to grammatical functions left for the realiser
to determine. The kpml system allows a more abstract representation as input,



3.5. OTHER ARCHITECTURES 69

where the realiser may also make choices about the syntactic categories of the
elements involved. We will discuss each of these approaches in some detail in
Chapter 6.

3.5 Other Possible Architectures

In this chapter, we have described one particular architectural model of the
generation process. The decomposition of the process that we have proposed
here is roughly compatible with a broad range of research in natural language
generation, and, details aside, corresponds to what is probably the most popular
architectural model in applied nlg systems current at the time of writing. It
also includes generalisations that we have observed as potentially useful on the
basis of our analysis of the state of the art.
Nonetheless, the model we have suggested is not the only possible architec-

ture that could be adopted for an nlg system, and indeed many others have
been proposed in the research literature. In particular, many nlg researchers
have pointed out that a pipeline architecture of the type used in our architecture
prohibits some types of interaction between tasks, which may in some cases lead
to problems.
For example, Danlos [?] has pointed out that in some cases in French, the

decision as to which type of referring expression should be used (part of mi-
croplanning in our architecture) should in principle depend on knowing which
order words appear in (which will not be known until surface realisation in our
architecture). This is because in French, the masculine pronoun le and the
feminine pronoun la are both abbreviated to l’ if the subsequent word begins
with a vowel. Hence, in contexts where le or la would be unambiguous but l’ is
not (because gender information is needed to make an unambiguous pronominal
reference), it is impossible to decide whether a pronoun can be used unless the
system knows whether the word following the pronoun begins with a vowel or
not. But in architectures such as ours, referring expressions are decided upon
before word order is fixed, so word-order information is not available when
pronominalisation decisions are made.
This and similar arguments about other interactions between tasks have led

many researchers to propose alternative nlg architectures, which allow more
interaction between tasks. In this section, we briefly review some of these alter-
native architectures.

3.5.1 Integrated Architectures

Several researchers have argued for ‘integrated’ approaches which do not de-
compose the nlg process into modules in the way we have done here. The
purest form of the integated architecture is a system where all the tasks are
uniformly represented as a set of constraints, axioms, or plan operators; and
a single reasoner then looks for a solution (i.e., a text) which simultaneously
satisfies all of the constraints. Appelt’s kamp system [?] is the best example of
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this kind of architecture to be found in the literature. kamp uses an ai planner
to perform all nlg tasks, and this uniform representation and reasoning enabled
it to generate relatively short texts which satisfied a number of communicative
goals. For example, kamp could generate the sentence Remove the pump using
the wrench in the toolbox as a means of satisfying the two goals of requesting
the user to perform the stated action, and informing the user where he could
find the necessary tool.
A related model has been proposed by Nirenburg [?], whose system maintains

a modular structure for the component processes, but allows them to interact
by placing information on shared blackboard.
In later work, Appelt [1985] made use of what we might characterise as an

interleaved architecture, where linguistic realisation and text planning effectively
co-routine in the production of a text. So, for example, once the overall form of a
clause has been planned and passed on for realisation, the realisation component
may recursively call the planning component to determine what content should
be used for the participant noun phrases in the clause.
Integrated architecture are theoretically very elegant, and in principle should

allow nlg systems to generate better texts than pipelined architectures. The
problem, as pointed out by Reiter [?], is that they are also very expensive to
build in engineering terms, at least given our current limited understanding of
the nlg process. As our understanding of nlg improves, however, integrated
architectures may become easier to build.

3.5.2 Other Approaches to Interaction

Two other techniques have been proposed for allowing interactions between
tasks. One is feedback from ‘downstream’ to ‘upstream’ modules. Systems
which support feedback maintain the distinction between modules such as doc-
ument planning, microplanning, and surface realisation, and in general expect
that information will flow from the earlier modules to the later modules. How-
ever, they also allow, especially in exceptional cases, information to flow from
later modules back to earlier modules. For example, a feedback solution to
Danlos’s problem would be for the microplanner to mark pronouns whose va-
lidity depended on not being abbreviated, and for the realiser to signal the
microplanner if such a pronoun was in fact abbreviated (this is the feedback);
the microplanner could then change the sentence plan to use a different referring
expression. Rubinoff’s igen system [?] is one system which supports this type
of feedback.
A related solution to the problems of interactions is to include a revision

module which checks the output of the nlg system for mistakes, and then re-
quests that appropriate measures be taken to fix these mistakes; Inui ?? presents
such a model.
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3.5.3 Alternative Modularisations

Even if one adopts a modular pipelined architecture, the particular modulari-
sation we have proposed is not the only possibility. In particular, many people
have suggested that the surface realisation module should perform some of the
tasks which we have assigned to the microplanner.
For example, some work in systemic functional grammar has taken the view

that lexicalisation should be considered as part of the surface realisation pro-
cess: under this view, lexicalisation is carried out after most other grammatical
decisions have been made. Integrating lexicalisation with surface realisation in
this way corresponds to the inverse of many approaches to parsing, where the
first step in the process is to identify the semantic interpretations corresponding
to each of the words in the input string.
Second, a somewhat different decomposition of the nlg task is assumed by

the kpml system, one of the most widely used language generation components.
kpml is somewhat incompatible with the architecture presented here in several
respects. kpml’s primary function is to map from a sentence plan to a surface
form. In so doing, however, it can make decisions about matters such as the
content of noun phrases used to identify entities. Whereas our architecture
assumes that the content of referring expressions will have been determined by
the time the surface realisation component is called into play, kpml can accept
specifications of sentences where the arguments are identified simply by their
internal symbols.
This means that kpml takes on more of the burden of generation than our

architecture assumes is appropriate for a surface realisation component; this
is a consequence of a different model of how the generation process should be
composed. We will return to look at kpml in more detail in Chapter 6.

3.6 Further Reading

Further reading on each of the component problems and generation tasks we
have identified in this chapter is provided at the end of the appropriate chapters
in the remainder of this book.
We took as our starting point for generation the idea of a communicative

goal or intention. The application of speech act theory to work in natural
language processing has been most thoroughly explored in the work of Cohen,
Levesque and Allen; see, in particular, [?], [?], [?]. The most thorough attempt
to embody these ideas in a functioning natural language generation system is
that of Appelt in his kamp system [?]. Mann and Thompson [?] is the central
source on Rhetorical Structure Theory; the essential points of the theory from
our point of view are revisited in Appendix ??. Morgan and Pollack [?] provides
a wide range of views on the nature of intention in communication, with a mind
to how these ideas can be used in the development of computational systems.
Dispute as to the most appropriate architecture for nlg can be found in [?].

The division between strategy and tactics, taken up in much subsequent work
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as a distinction between text planning and linguistic realisation, was first put
forward by Thompson [?]. Meteer [?] motivated the need for an intermediate
representation and some process to operate over it as a result of what she termed
‘the generation gap’: the problem that, in a modular architecture, the text
planner might produce a plan that could not be realised by the realiser.
The system architecture we describe in this chapter is roughly compatible

with the decomposition of the process of natural language generation adopted
in a number of existing systems: see, for example, [?], [?], [?], [?], [?]. Re-
iter [?] provides some discussion of this apparent consensus. In content, our
distinction between document planning and microplanning is roughly that in-
troduced by Levelt [?] as a distinction between what he calls macroplanning
and microplanning in his model of the human language production mecha-
nism; we emphasise, however, that our model is not intended to embody any
psychological model.



204 CHAPTER 3. ARCHITECTURE


